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Summary of thesis

Since the rst detection in 2015, gravitational-wave astronomy has progressed hugely.
Several observing runs have been completed, resulting in many more con rmed de-
tections of compact binary coalescence. As the number of detections grows larger,
the potential for exciting science also increases, however, this is not without chal-
lenges. Speci cally e ciently analyzing growing data will present many computa-
tional problems going forward. In order to properly interpret and understand this
growing data, we must develop new ways to approach these computational problems.

When seeking to tackle a di cult problem there are broadly two ways to do this.
One can tackle the problem using some physical or mathematical insight, this under-
standing can then be translated into a simpler formulation or good approximation
which makes the problem tractable. This has been the standard way to tackle prob-
lems since the beginning of science, recently, however, data-driven methods have
become hugely popular. These data-driven methods such as machine learning gen-
erally do not use physical insight but make use of large amounts of data e ciently
to produce solutions to these intractable problems.

This thesis draws on both of these approaches and presents several new methods
to analyze gravitational-wave data. In chapters 2] - [3] we derive a way to describe a
precessing waveform as a harmonic decomposition, where each harmonic is a simple
non-precessing waveform. With this formulation, we are able to obtain a simple pic-
ture of precession as the beating of two waveforms. We then use this understanding
to answer questions such as when will we observe precessing waveforms? And where
in parameter space will we be able to observe precessing waveforms?

The remaining chapters look at data-driven approaches, using machine learning
techniques to improve di erent aspects of gravitational-wave data analysis. Chapter
Buses Gaussian Processes to interpolate posterior samples, this allows us to have
a smooth continuous representation of our posterior as opposed to histograms for
example. Chapter [6 uses using advances in waveform modeling and GPUs to poten-
tially make parameter estimation more e cient. In chapters[7]and Bwe look at how
reliable machine learning techniques are, we show that often they do not incorpo-
rate uncertainty properly into their predictions. We then present a simple algorithm
for both classi cation and regression pipelines that can be used with any machine
learning model to address this.

Finally, in the conclusions, we review the work presented as a whole and dis-
cuss ways in which these two approaches can be combined to get the best of both.
We suggest that using our physical insights to guide and constrain our data-driven
methods will eventually provide the best path forward for gravitational-wave data
analysis.
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Chapter 1

Introduction

1.1 General Relativity and Gravitational Waves

In 1915 Einstein completed his theory of General Relativity. This work unied
space and time into the four-dimensional quantity known as spacetime [4]. One of
the insights from this work was that spacetime is curved by all matter and this cur-
vature can be described using the mathematical framework of di erential geometry
developed by Reimann and others. Shortly after this theory was developed, many
consequences were discovered by probing these equations.

Gravitational waves were initially proposed by Poincae in 1905 [5] he suggested
analogously to electromagnetic waves that gravitational waves would be produced by
accelerating masses. When the framework of General Relativity was developed, this
description could be formalized as gravitational waves producing ripples in the 4d
spacetime. The controversy and skepticism (even from Einstein himself) surrounding
the acceptance of gravitational waves is well documented [6] but eventually, they
became an accepted consequence of General Relativity [7]. It is now accepted that
gravitational waves are produced by the aspherical acceleration of mass. However,
the measurable e ect of them on spacetime is generally very small and therefore the
only feasible way to currently detect them is to observe gravitational waves from
very massive, dense objects such as black holes and neutron stars.

The gravitational wave emission from binary mergers can be obtained by solving
Einstein's equations. It's generally not possible to do this analytically however
SO0 we must resort to either approximate methods such as Post-Newtonian [8] or
computational ones such as Numerical relativity [9]. These methods allowed us to
understand the types of signals that could be produced and therefore allowed us to
understand that it would be possible to detect gravitational-waves on Earth. This
then led to the development on gravitational-wave detectors that would in theory
be sensitive enough to observe the signals emitted by these objects.
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1.2. Gravitational Wave Detectors

1.2 Gravitational Wave Detectors

One of the rst investigations into observing gravitational-waves carried out was
by Joseph Weber, he developed an instrument known as Weber bars [10]. These
weber bars were used in an experiment to probe gravitational waves produced by
the Galactic Centre. Weber claimed to have discovered gravitational waves in the
1970s however these claims were never reproduced by other experimental e orts
and have therefore never been accepted by the scientic community [11]. Despite
this, these pioneering investigations began the era of searching experimentally for
gravitational waves.

In the same decade that Weber was attempting to nd gravitational waves exper-
imentally, Russell Hulse and Joseph Taylor were gathering observational evidence of
their existence. They discovered the rst binary pulsar an observation which would
eventually earn the Nobel prize. They observed that the orbital decay for the binary
pulsar [12, 13] matched the energy that would be emitted as gravitational waves for
the system. This observational evidence generated more interest and work in this
eld and experimental work, pioneered by Rainer Weiss, Ron Drever, and many
others [14, 15, 16, 17], began focusing on the idea of using laser interferometers as a
means to detect GWSs.

A gravitational wave e ectively stretches and squeezes spacetime. These interfer-
ometers work by detecting the very small changes in spacetime caused by a passing
gravitational wave. This small change is detected by splitting a laser beam in per-
pendicular directions, these beams travel along the interferometer arms and are
re ected back along the interferometer arms to the origin of the split and are then
re-combined. If the length of the arms are exactly the same, the beams should inter-
fere with one another destructively. If there is a di erence between the arm lengths
caused by a passing gravitational wave then there will be an interference pattern
that will be dependent on the source of the gravitational wave.

Though the fundamental principle of detecting the di erential arm length with
an interference pattern is the same as this simple description, modern detectors
have several enhancements such as \Fabry Rerot cavities" which e ectively increase
the distance the laser travels which then has a similar e ect to having longer arms,
power recycling to produce a much more powerful laser and many more [18]. As well
as this, to ensure these detectors are sensitive enough many sources of noise must
be reduced. At low frequencies (0-20Hz) the dominant source of noise comes from
Seismic activity, at high frequencies & 100Hz) quantum noise at due to the un-
certainty in photon counting dominates and between these thermal noise dominates
[19]. The combination of these noise sources produce a noise budget which limits our
sensitivity, more formally these noise sources determine our PSD, see section 1.3a,
and our strain sensitivity is the square root of this, see gure 1.1 for an example
PSD.
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Chapter 1. Introduction

Figure 1.1: An example PSD. This is the welch average of the data taken the Hanford
detector using 32s around the time of the detection [1]

The principles outlined above have been developed and re ned over many years,
culminating in a (growing) network of incredibly sophisticated interferometers spread
across the globe [18, 20, 21, 22]. As well as the current detectors, severatxt
generation detectors have been suggested such as the Einstein Telescope (ET) and
the Laser Interferometer Space Antenna (LISA) [23, 24]. This growing network as
well as the future generation of detectors, means that gravitational-wave astronomy
is very much still in its infancy and points to an exciting future where it will continue
to progress for decades to come.

1.3 Data Analysis

Now that theoretical and experimental foundations had been laid for gravitational-
wave astronomy, the nal problem to be addressed is that of e cient data analysis;
A GW observed at a detector will be a weak signal buried in noise. We need to
con dently extract it from the data and extract the properties of the source from
the observed signal

a The Power Spectrum Density and the natural inner product

The data collected at a gravitational wave observatory is a time series, if there is
a signal present in the data it is likely to be relatively weak compared to the noise
in the detector therefore one must use statistical methods to extract these signals
from the noise. Following [25, 26, 27, 28] we will now derive the optimal method
to extract these signals from the time series given the assumed properties of our
detector.

We rst assume the output of our detector (in the absence of a gravitational-wave)
follows a stationary random process i.e.:
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y
i = lim ~ x(t)dt (1.1)
T3

|-

T

If we further assume that our time series is windowed and zero-mean, such that
the expectation of x is zero, then the average power for a stationary process such as
this can then be written as :

Z,
i = lim = jx(t)?jdt (1.2)
T T 4

Then by invoking Parseval's Theorem, we can describe the average power in the
frequency domain as:
141
hx<i = TI|!r1n T, PE(f ) ) (1.3)

Where x{(f ) is the Fourier transform of our time series, x(t), using the following
convention for our transform.
Z 1
x(f) = x(t)e 2 dt (1.4)
1

Then with the knowledge that our signal is real, we know that the postive and
negative frequencies will be symmetric we than have:

241
k%= = jx(f)?d (1.5)
2.0
= S(f)d (1.6)
0

The integrand Sy(f) = %jx(f )?j is referred to as the power spectral density as
it re ects the distribution of power across the range of frequencies. Equivalently by
noting that the power spectrum density is twice the auto-correlation function of a
stationary process we have that

Z,
Sk(f)=2 ) Re( )e 2f d; (1.7)

whereRy( ) = lx(t)(x(t )i. The probability of observing a time series,x(t), from
this process is therefore:

f
Px(X(t)) / exp %4 : J;)(((f)l)

(1.8)

This then leads to a natural inner product to determine how similar any two time
series are in the space de ned by our power spectrum density, we de ne this inner
product as:
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z

(ay-are = OB

S(f)

such that we now now de ne the probability of a given time series as:

o; (2.9)

pu(X() | exp (%) (1.10)

As the inner product de nes the similarity between two time series, it can be
shown that it is the optimal detection statistic when trying to determine whether
the data contains a signal.

In order to compute this detection statistic, we must however have very accurate
models of a gravitational-wave signal. To produce exact waveforms one must solve
the Einstein equations in full, this is not possible analytically and to solve them
numerically is computationally prohibitive for most data analysis applications. One
must therefore produce approximate waveform models often called approximants
[29, 30, 31, 32]. These approximants all take a given set of physical parameters and
then either produce a time or frequency domain representation of the waveform that
would be produced.

The detection statistic de ned above shows us the natural way to compare the
data to our waveform models. This detection statistic will only be large if our
waveform model parameters match the true source parameters that produced the
signal in the data. This means that we must compare the data to a very large sample
of models across the eight dimensional mass and spin space to ensure that we are
not missing possible detections. This leads to the notion otemplate banks which
are banks of waveform models which cover the entire space densely enough to ensure
that any point in this hyper-surface has a sensitivity above some minimum threshold
[33, 34]. The data recorded at the detectors is then continuously compared to each
of the models in these template banks, in principle if any of the templates has a
signal to noise ratio (SNR) higher than some minimum detection threshold we can
con dently claim there is a signal in the data.

This theoretical detection pipeline is generally an idealised picture of what must
be done when working with the real detector data however. Due to e ects such as
glitches and other non-Gaussian noise characteristics several additional data qual-
ity steps such as detector characterisation, signal consistency etc, [35, 36, 19] are
required to con dently detection GWs in practise. These additional checks are in-
corporated into sophisticated detection pipelines such as PyCBC and GstLal [37, 38]
which go well beyond simple matched ltering.

b The Inverse Problem

Once we have detected a signal in the data, for most of the science we would like
to do we need to estimate the parameters of the source. Estimating the source
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parameters for a given signal observed at a detector is, therefore, a key objective for
gravitational-wave data analysis. This is a classic case of an inverse, problem i.e.
given an observation of a signal in the data one must solve the inverse mapping to
estimate parameters that produced the signal

h()=F() (1.11)

Where h( ) is the waveform, the dot signi es that this can be a function of either
time or frequency, andF (7) is some function of the latent physical parameters. At
its most simple this problem, assuming F can be thought of as a linear operator,
reduces to :

h()= F~ (1.12)

)y “=F h(Q) (1.13)

An important but challenging aspect of inverse problems is that often (and cer-
tainly the case here in gravitational-wave analysis) the map is not simply bijective,
di erent combinations of parameters may generate the same (or extremely similar)
signal with our models. When you also consider additional noise in the signals that
we observe, it is clear that this becomes even more dicult as any small dier-
ences between signals may be masked by di erent noise realisations. The problem,
therefore, becomes to estimate a range of plausible parameters, along with their
associated probabilities, that produced the signal seen in the data.

This range of plausible parameters must therefore re ect our uncertainty around
any estimated parameters. The most natural framework to describe uncertainty for
this type of problem is Bayesian Inference.

Bayesian inference is one framework in which to tackle inverse problems. Philo-
sophically, from a Bayesian perspective, one starts with a set of prior assumptions
about the problem, which are then updated once data has been observed. The in-
troduction of the data (via the likelihood) transforms these prior assumptions into
a posterior probability.

~  _ p(di?)p(7)
POID = @) (1.14)

I p(di7)p(")

In equation 1.14 we formalize this and can consider each of these parts individu-
ally, the left-hand term on the numerator is the likelihood p(dj ), this term is de ned
by your assumptions about the noise. It generally can be thought of as how well
a particular model of a system ts the data. We will describe this in more detail
when we consider the gravitational wave likelihood speci cally. The second term in
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the numerator are the priors p( ), these priors quantify your assumptions about a
system before observing any data. Finally, we have the denominator, this term is
known as the evidencep(d). The evidence quanti es the probability of observing the
data under all possible con gurations of your model. In the gravitational-wave ex-
ample, this means that for a given model it is the probability of observing the source
under all possible parameter con gurations. Generally, this term is intractable but
as it is a constant we can still estimate the relative probabilities between di erent
points in parameter space and therefore can still perform estimate the posterior up
to a normalization constant.

From equation 1.14 one can then marginalize out other parameters to obtain
posterior distributions for individual parameters

Z
p( ijd) = p(Tjd)d 1::d i 1d j+1:nd N (1.15)

¢ The GW likelihood and GW priors

Here we make the assumption of gaussian noise, for a frequency domain signal (FFT
of the original time series observed at a detector) we then have data which contains
a signal plus noise;

d(f)= h(zf )+ (f) (1.16)

Where h(5f ) is a frequency domain template waveform for a given set of param-
eters, , and epsilon is our noise distribution, which we assume to be a zero mean
Gaussian distribution, where the noise level at a given frequency is determined by
the PSD, i.e. N (0;~), where ~ is the noise level. We then rearrange as follows
to obtain our likelihood [39, 40]:

(f)=df) h(Ct)
N(0;~)=d(f) h(Gf) (1.17)

We see here then that the assumptions about the noise distribution then de nes
our likelihood. Using the assumptions about the PSD when considering a single
frequency bin we then have.

!
id (~)i2
exp 2 (1di hi()j
2 i

L(dij?) = (1.18)

Where  is the expected noise level as de ned by the PSD. We generally want
to consider many frequency bins. If we assume stationary noise then the covariance
matrix across our range of frequencies is diagonal. Therefore the likelihood for the
entire signal acrossn frequency bins is:
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1.3. Data Analysis

L(di7) = Y L (dij™) (1.19)
i=1
For simplicity we generally work with the log-likelihood. Relating this to matched
Itering. We see that our log likelihood resembles the inner product and therefore
can be most naturally written in these terms i.e.

InL(dij™) = % n2 ;) 2 f w
i=1 i=1 :
= 2@ h(xd hO) (1.20)

Where = ;P ", In(2 i) and the right hand term is the inner product (de ned
in section a) between the data and a template waveform.

As well as the likelihood, in order to to compute the posterior probability we
need priors. These should de ne our expectations about a parameter in the absence
of data. In the strong signal limit where signals have a very high SNR then the like-
lihood dominates our posterior probability, however for ground-based gravitational-
wave detectors we generally have relatively low SNR signals and therefore our priors
can have signi cant e ects on our posteriors.

There is no such thing as acorrect prior and it is completely acceptable in a
Bayesian philosophy to de ne your priors di erently to others, conduct an analysis
and obtain di erent results without either of the results technically being incorrect.

In practise however many of our priors are determined naturally by geometric re-
lationships such as those for sky localisation and orientation or by physical bounds
such as the limits of extremal spins(though you could of course de ne di erent valid
priors within these ranges e.g. [41, 42]). For details of the priors generally used in
gravitational-wave analysis see Appendix B.1 of [2].

d Stochastic Tools for Bayesian inference

We now have the theoretical framework to estimate our source parameters;, how-
ever, the integrals required to evaluate equation 1.14 are generally intractable. The
problem then becomes a computational problem of how to approximate this equa-
tion numerically. In simple cases, it may be possible to evaluate the integrals by
sampling on a grid, here one would try many points on a very dense grid to estimate
the best-t parameters. If the spaces between points on the grid are small then
in principle one could estimate the source parameters this way, this becomes expo-
nentially ine cient as the number of dimensions increase however. In gravitational
wave parameter estimation, we are usually dealing withn > 15 dimensions, so we
need to use alternative methods.
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The common solution to this problem has been to use stochastic samplers, these
fall very broadly (and not exclusively as often nested samplers use MCMC in the
algorithm) into two techniques:

1. Markov Chain Monte Carlo (MCMC) [43, 44]
2. Nested sampling [45]

Monte Carlo methods generally refer to methods that obtain approximate numer-
ical results (such as integrals and expectations) by randomly simulating a system
many times and exploiting the convergence properties to obtain good estimates to
the underlying system. A Markov chain is a stochastic process where a chain moves
through possible states of a system, for a chain to be Markovian it must benemo-
ryless This property means that the chain can have no knowledge of its past. More
formally conditional on the current state of a chain, the future states are indepen-
dent of the past states [46]. Combining Markow chains with Monte Carlo simulation
allows one to draw samples from a posterior distribution in a way that guarantees
that the chain will asymptotically converge to the true distribution [43, 44].

The most common MCMC algorithm is known as the Metropolis-Hastings al-
gorithm [47, 48]. This algorithm works by proposing new positions in parameter
space according to some proposal distribution, one then simulates the system at this
new state and calculates the ratio of probabilities between the current state and the
proposed state. If the proposed state has a higher probability then this position is
accepted and the chain continues from this new position. If the proposed state has a
lower probability then the point is only accepted if the ratio of probabilities is larger
than a draw from a random uniform distribution, i.e. the acceptance probability is:

.QC i )eC jd)
" Q( 1 )p( jd)

Where Q is our transition kernel that determines how we move from one position
in parameter space to another and p is the probability density there.

As mentioned above, MCMC methods have asymptotic guarantees. These are
by de nition only then true with in nite samples, often a practical problem when
performing parameter estimation with MCMC methods is how many samples are
enoughto provide reasonable approximations. This problem is particularly di cult
due to the geometry of high-dimensional surfaces. | will brie y outline problems
associated with sampling from the typical set [49] for a more in-depth explanation.

The typical set can be thought of as the region in parameter space that has a
non-negligible contribution to any expectations. In high dimensional surfaces, the
neighborhood around the mode of the distribution contains very large densities rel-
ative to areas outside of it. This means that the areas outside of this neighborhood
will not have a signi cant contribution to any expectations, however the neighbor-
hood around the mode has a very low volume relative to the area outside of it.

(; )=mn 1 (1.21)
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This results in the mode itself having increasingly negligible contribution to any
expectations as the dimensionality of the problem increases. This means that there
is generally a very small region of parameter space where these two quantities (the
volume and the density) are balanced such that there will be any signi cant con-
tribution. This region is known as the typical set and is the region of parameter
space where one should focus the computation resources and draw samples from.
In practice, this means designing samplers that can nd and explore the typical set
e ciently.

Exploring the typical set is generally di cult when the parameter space is com-
plicated, e.g. if there are non-trivial correlations between parameters or there are
many distant local optima (known as a multi-modal problem). In the case of non-
trivial correlations, the sampler may propose many eitherbad points, i.e. ones that
are unlikely to be from the typical set if it does not walk along these correlation,
or propose points very near to the current position which makes the positions cor-
related and hence breaks thememorylesscondition. This manifests in producing a
large integrated auto-correlation time is longer, and hence, it takes the chain longer
to move to a statistically independent point. In this case, one must accept many of
these points before one independent sample has been generated. In the case of multi-
modal of these cases, the chains may spend a long timstuck in a local optimum
before moving on to nd the global minima.

Therefore the key to designing a good sampler is to create a proposal distribution
that is able to both explore the typical set, (with multiple chains this is often referred
to as mixing) and collect many independent samples as quickly as possible.

Nested sampling [45] has also been a popular method for parameter estimation
in the eld of gravitational-waves. Nested sampling is primarily an algorithm to es-
timate the evidence term, i.e. the denominator in 1.14. It can however be utilised to
draw samples from the posterior. The algorithm works by distributing a set of points
across the posterior surface according to the prior, an evidence is then computed
by the contour created with these initial points. This rst estimate is gradually
re ned by removing the point on the contour edge with the lowest likelihood value
and drawing a new point subject to the constraint that the likelihood is larger than
the previous. This procedure is carried out literately until the evidence estimate
converges to a stable contour which should encapsulate the typical set as long as
the initial points are su cient to contain the typical set. Posterior distributions
can be created by storing the discarded points, these will be drawn according to
the posterior as long as they are weighted by the relative stages at which they are
discarded.

The gravitational wave parameter space is generally a di cult parameter space
to sample from the typical set has non-trivial correlations, multi-modal distribu-
tions and moderately high dimensionality (15 dimensions depending upon the
approximant). Because of this di culty, much work has been done on designing
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software that is able to reliably produce source parameter estimates for the de-
tections [50, 51]. Bayesian inference packages such as LALinference, Bilby and
PyCBClinference [52, 53, 54] have been developed to address this problem and im-
plement techniques such as gravitational-wave specic proposal distributions and
parallel tempering [55, 56]. These tools have proven to be incredibly powerful and
have been vital components of the gravitational-wave data analysis e orts in the
previous decade as well as much of the analysis presented in this Thesis.

1.4 Summary of Thesis

At the time of writing, gravitational-wave astronomy is progressing rapidly, there
have been three successful observing runs which have produces several catalogs of
GW events [2, 57]. The number of detections means that gravitational-wave as-
tronomy is now moving towards an era where it can provide answers to many open
questions such as the validity/limits of General Relativity [58], astrophysical popu-
lation properties [59], and many others in physics and astrophysics [60, 61]. Looking
forward to the fourth observing run (O4) and beyond, and as the number of events
grows, these questions are most likely to be answered by combining the information
from many events. This however brings challenges, in particular, the computational
and data analysis technigues will have to become more e cient to accommodate the
growing number of detections.

This thesis attempts to tackle some of these computational problems, the work
can be broadly broken down into two sections which look at two di erent ways of
making a di cult computational challenge tractable; we look at speci c examples
but we address these problems using broader themes that may have applications
beyond the examples shown here.

If a problem is intractable then one way to address this is to re-frame the problem
as an easier one using approximations that lose very little information, in the rst
section we use traditional analytical insights into the mathematics of the problem
and re-frame the problem of measuring precession into a considerably easier one the
two harmonic approximation.

If it is not clear how to make a problem simpler then one must resort to data-
driven methods, this could include using more e cient algorithms or using optimized
hardware. In the later sections, we exploit state-of-the-art machine learning methods
and apply these to gravitation-wave data analysis. These methods generally provide
tools that can either give us new information and insight from the data or provide
the same information considerably more e ciently.

First, we look at the problem of measuring a phenomenon known as precession in
compact binary coalescence (CBCs), this is a direct prediction of GR which has not
clearly been detected in any of the events thus far. Precession is well understood from
a theoretical perspective [62] however prior to this work it was not well understood
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exactly where in the parameter space we were likely to see precession when we
were likely to see precession and more importantly there was no simple metric to
determine whether a signal was precessing. The standard way to do this prior to
this work was to use a Bayes factor between a precessing and non-precessing model.
This signi cantly increases the computational cost of carrying out any large-scale
studies into precession.

In chapter 2, we rst discuss a method to describe a precessing waveform as a
harmonic decomposition, where each harmonic is a simple non-precessing waveform.
We then show that for the vast majority of signals we can well approximate a
processing waveform using only the rst two leading order harmonics. This then
motivates the two harmonic approximations. With this approximation we are able to
re-frame much of the existing analysis in a simpler way, if there is measurable power
in the sub-dominant harmonic then the waveform is not well described by a non-
precessing waveform and therefore this suggests that there is measurable precession
in the system.

In chapters 3 and 4 we then use the two harmonic decompaosition to carry out
in-depth studies into the measurability of precession, we look at where we are likely
to measure precession and also carry out a population analysis which predicts how
often we are likely to measure precession. Both of these studies would not have been
practical prior to the two harmonic formulation of the problem.

Machine learning has advanced rapidly in the previous decades, these methods
have revolutionized many elds and are now starting to make signi cant advances in
the natural sciences and astronomy [63, 64, 65]. The remaining chapters in this thesis
apply several di erent machine learning methods to tackle data analysis problems
in gravitational-wave astronomy.

As mentioned above, much of the exciting science in gravitational-wave astron-
omy will be derived from combining the information from many detections. The
sampling routines produce this information in the form of discrete samples from the
posterior surface. These samples can be combined to produce uncertainty estimates
about source parameters however they are often not suitable for population analy-
sis. For analysis like that, we need to derive a continuous density surface from these
discrete samples. In chapter 5, we propose a method that uses Gaussian Processes
to interpolate these samples and obtain a continuous density estimate across this
surface. As well as producing a point estimate for the density, we show that we are
able to incorporate uncertainty into our analysis. This can then be incorporated
into downstream analysis such as population studies.

In chapter 6 we exploit recent developments in waveform surrogate modeling
[66, 67] to make Bayesian inference more e cient. We show that using advances in
waveform modelling and GPUs, we can potentially perform parameter estimation
much more quickly. We present two methods to do this, rstly we use simple random
walk MCMC but run this in large batches as a vectorised operation. This batching
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can produce huge speed ups in e ciency, meaning we are able to produce many
more samples per second than is possible otherwise. We then present a method to
perform Hamiltonian Monte Carlo, [68, 49], which uses Automatic Di erentiation
[69, 70] to compute the gradient of the likelihood surface using no approximate or
numerical gradient calculations. This provides a slower (in terms of samples per
second) but more e cient (in terms of e ective samples per likelihood evaluation)
sampler. We brie y compare these methods and then point to future directions that
would likely improve this further.

Finally in chapters 7 and 8 we look at very important questions when using
machine learning algorithms; can we trust them? And can we trust the con dence
and uncertainty estimates that they provide? Having reliable uncertainty estimates
is essential if these data analysis techniques are to be adopted into the eld of
gravitational-wave astronomy. A closely related problem is the question of whether
a model understands itsdomain of validity and it is able to understand situations
where it is not able to produce reliable predictions. In this section | show that often
machine learning methods do not incorporate uncertainty properly and therefore
are not able to produce reliable and trustworthy predictions. | then present a novel
algorithm which can be applied (with some slight di erences) for both classi cation
and regression problems and allows one to properly account for uncertainty when
using ML methods for prediction.
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Chapter 2

Precession and the Harmonic
Decomposition

2.1 Introduction

For completeness and in order to cover the relevant background material for later
chapters, this chapter reviews the theory of precession, in particular focusing on the
harmonic decomposition that was presented in [3].

When the spins of black holes in a binary system are mis-aligned with the bi-
nary's orbital angular momentum, both the spins and orbital angular momentum
will precess [62, 71, 72, 73]. We therefore expect that most astrophysical binaries
will undergo precession, but to date there has been no evidence of precession in
gravitational-wave (GW) observations from the Advanced LIGO and Virgo detec-
tors [2, 74]. This is not necessarily surprising, because precession often leaves only
a weak imprint on the observable signal, particularly when the black holes are of
comparable mass and the binary's orbit is face-on to the detector, which are the
most likely con gurations that have been observed so far. Despite this heuristic pic-
ture, there is no simple means to estimate the measurability of precession of a given
binary con guration, and as such it is di cult to predict when precession e ects will
be conclusively observed in GW events.

Detailed parameter estimation techniques have been developed, which enable the
reconstruction of the parameters of observed signals [50, 51, 52, 54, 75], in addition
to approximate Fisher-matrix methods [76, 77]. In parallel, techniques have been
developed that provide an intuitive understanding of the measurement accuracy of
certain parameters (or parameter combinations) [78, 79, 80, 81, 82, 83]. These
have typically involved either approximations (such as leading order, Fisher Matrix
type calculations), restriction to a subset of system parameters (for example masses
and spins; timing and sky location; binary orientation). Combined, these give an
understanding of the accuracy of parameter estimation for non-precessing systems.

In parallel, there have been signi cant developments in understanding the impli-
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Chapter 2. Precession and the Harmonic Decomposition

cations of precession, starting with the early work in Refs. [62, 72, 73] which provided
insights into the impact of precession on the gravitational waveform emitted during

the inspiral of compact binaries. Subsequently, black hole binary waveforms which
incorporate precession through merger have been developed [84, 85, 86, 87, 88]; large
scale parameter estimation studies of precession have been performed to identify the
regions of parameter space where precession will be observable [89, 90, 91, 92, 93, 94,
95, 96]; and new theoretical insights into the impact of precession on both detection
and parameter estimation have been obtained [97, 98, 99]. Complementary to this,
there have been several e orts to understand the impact of precession on searches
[100, 97], and to implement searches for precessing signals [72, 101, 102, 103, 73].
This has led to an increasingly clear picture of the impact of precession: it is most
signi cant for binaries with large mass ratios, where the in-plane spin components
are large and for systems where the total angular momentum is mis-aligned with
the line of sight.

At leading order, the gravitational waveform emitted by a precessing binary is
composed of ve harmonics, which are o set by multiples of the precession frequency
[84, 99]. We show that these harmonics form a natural hierarchy with the amplitude
of the sub-leading harmonics suppressed by a factor that depends upon the open-
ing angle (the angle between the orbital and total angular momenta). Using this
approximation, and restricting to the two leading harmonics, we are able to obtain
relatively simple expressions for the precession waveform. Each harmonic takes the
form of a non-precessing-binary waveform (i.e., with monotonic amplitude and fre-
quency evolution during the inspiral of non-eccentric systems), and the amplitude
and phase modulations of the complete precessing-binary waveform arise as beating
between the two harmonics.

The purpose of this chapter is to introduce this decomposition (Sec. 2.3), with an
alternative derivation given in the Appendix, and the two-harmonic approximation
(Sec. 2.4), and to identify its range of validity and accuracy (Sec. 2.5). Then a
proposed search for precessing binaries is discussed using the two-harmonic approx-
imation (Sec. 2.6) and nally introduce the notion of a \precession SNR" that can
be used to determine whether precession e ects are observable in a given system
(Sec. 2.7). We begin in the next section with a summary of precession in black-hole
binaries.

2.2 Black hole Spin Induced Precession

In the general theory of relativity a binary consisting of two objects of massesm;
and m, (where we choosem; my and denoteq = mi=my, so that g 1), with
spin angular momentaS; and S,, orbiting each other with angular momentum L,
will slowly inspiral due to the loss of energy and momentum through the emission
of gravitational waves. If S; k S; k L, then the plane of the orbit remains xed and
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2.2. Black hole Spin Induced Precession

in non-eccentric binaries the amplitude and frequency of the emitted gravitational
wave increases as the orbital separation decreases. The system eventually merges
and forms a single perturbed black hole that emits gravitational radiation as a
superposition of quasinormal ringdown multipoles, until the system settles down to

its nal state [104].

For the case where the total spin is not aligned with the total orbital angular
momentum, (S;+ S;) L 6 0, in most cases the orbital plane of the binary will
precess around the approximately constant total angular momentuml = S;+ Sy+1L,
i.e., L precesses around], and the spins precess such thats = L [62]. For
con gurations where J 0, the system undergoes \transitional precession", this
results in the binary losing its gyroscopic axis and tumbling chaotically through
space [62, 71], but these dynamics are generally short lived (it is a transitional
phase between simple precession phases) and are expected to be rare in LIGO-Virgo
detections. The angle betweerL and J is denoted by . In simple precession cases

slowly increases during inspiral ad. decreases (recall that in the Newtonian limit
L/ pF, where r is the orbital separation), but the spin magnitudes S; and S,
remain xed, and, to a good approximation, so do their orbit-averaged components
parallel and perpendicular toL, S;; and Sj» . The opening angle typically varies
very little over the portion of a binary's inspiral that is visible in a GW detector,
and so it is often possible to make the approximation that is constant. This
approximation has been used to good e ect in Ref. [97], and we will also use it in
some of the discussion in this chapter.

Adopting the notation that the inclination angle of the binary as seen by an
observer, , is the angle between the orbital angular momentum and the line of sight
(see Fig.2.1), cos = [L N, where a caret denotes a unit vector (e.g.4 = ajaj),
the binary's orbital inclination becomes times dependent. As a result the energy
emitted in GWs in the N direction will also be time dependent, where the maximum
instantaneous energy emission is approximately in the direction of . If N is aligned
with 3, then and varies slowly and with minimal oscillations due only to orbital
nutation. If K is in some other direction, then the energy emission will be modulated
on the precession timescale. In the following we will not use the inclination, but
rather combinations of and the angle betweenJ and N, denoted by jy. As noted
previously, 3 is approximately constant for simple precession cases, and we will treat
it as a constant in the analysis in Sec. 2.3.

The signal measured in a detector will exhibit modulations in phase and ampli-
tude that depend on , jn, the precession angle of. around J, denoted by , and
the polarisation  of the observed signal. These angles are illustrated in Fig. 2.1,
and discussed further in Sec. 2.3. For now we note several well-known features of
precession waveforms [62, 71], which will be further sharpened in the discussion later
in the chapter. The strength of precession in a system is characterised by the degree
of tilt of the binary's orbit, given by , and by the precession frequency p of L
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Chapter 2. Precession and the Harmonic Decomposition

Figure 2.1: Plot showing how the precession angles used in this study are de ned
in the J-aligned frame. The normal vector here indicates the line of sight of the
observer,[* and 3 are the orbital angular momentum and total angular momentum
vectors respectively,Six; Siy and Sy, are the x, y and z components of the spin on
the larger black hole.

around J, which is given by
p= _ (2.1)

The angle is determined primarily by the total spin in the plane, and binary's mass
ratio and separation. At leading order we can write the orbital angular momentum
of the system asL = Mr, where is the reduced mass, = mimy=M =
gM=(1 + g)?, and so to rst approximation,

S,

tan = p——;
Mr + Sk

(2.2)
which provides us with the basic dependence of on the binary con guration. At
leading order the precession frequency can be written as,

(2.3)

meaning that to rst approximation it does notdepend on the spins (or therefore the
opening angle ), but only on the binary's total mass, mass-ratio, and separation
(or equivalently orbital frequency). The number of precession cycles over a certain
time or frequency range (e.g., over the course of an observation), depends on the
total mass and mass-ratio of the binary. In a GW observation there is a partial
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2.2. Black hole Spin Induced Precession

degeneracy between the mass ratio and the aligned spi§; [105, 76, 79], meaning
that one of the chief e ects of a measurement of precession will be to improve the
measurement of these two physical properties [92].

In the remainder of this chapter we choose to describe the gravitational wave
signal, precessing or non-precessing, with theMRPhenomPv2 phenomenological
model presented in Ref. [84]. This model exploits the phenomenology of sim-
ply precessing binaries described earlier, with the additional approximation that
a precessing-binary waveform can be factorised into an underlying non-precessing
waveform, and the precessional dynamics [106]. The underlying non-precessing-
binary model is IMRPhenomD [107, 108], using only the spin components aligned
with L. In IMRPhenomDboth aligned spin components are used to generate an ap-
proximate post-Newtonian phasing and amplitude, with corrections provided by ts
to numerical-relativity waveforms, that are parameterised by two di erent combina-
tions of the two spin components. Although IMRPhenomDhas been found to model
well two-spin systems [109], its dominant spin dependence can be characterised well
by the e ective spin,

L 51, %2

24
M mq mo ( )

e =

which takes values between 1 (both maximal anti-aligned spins) and +1 (both
maximal aligned spins) to describe the magnitude of spin aligned with the total an-
gular momentum. For a given con guration IMRPhenomPv2 uses the corresponding
IMRPhenomDwaveform, but with the nal spin modi ed to take into account the
in-plane spin components. A frequency-dependent rotation is then applied to the
non-precessing waveform to introduce the precession dynamics, which are modelled
by frequency-domain post-Newonian expressions for the precession angles for an ap-
proximately equivalent single-spin system [110, 84], where the large black hole has
spin,

= A A : 2.
p Almfmax( 1S12;A2S7) ; (2.5)

where A; = 2+39g=2 and A, = 2+ 3 =(2q) and S;, is the component of the spin
perpendicular to L. The e ective precession spin parameter is obtained by averaging
the relative in-plane spin orientation over a precession cycle, and so more accurate
for a system that undergoes many precession cycles. There are several important
features which are not incorporated in theIMRPhenomPv2 waveform. These include
two-spin e ects [85, 111, 112], gravitational wave multipoles other than the leading
22 mode [86], signi cant precession during merger [113], and spin alignment due
to spin-orbit resonances during inspiral [114, 115]. Some of these e ects will have
an impact upon the distributions of black hole spin orientations when the binaries
enter the LIGO or Virgo sensitivity band while others can leave imprints on the
waveform which may be observable, particularly close to the merger. Nonetheless,
the IMRPhenomPv2 has been used in the analysis of all LIGO-Virgo observations
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during the rst two observing runs [116, 117, 74, 2], and it captures much of the
dominant phenomenology of precessing-binary waveforms. In addition, the decom-
position presented in the next section is in no way tied to the particular waveform
used and could be equally well applied to other waveform models for precessing bina-
ries which, for example, incorporate two-spin e ects and precession during merger.
The current formalism does not include additional gravitational wave multipoles,
and we will investigate this in a future work. We expect the broad features of many
of the results presented in the remainder of the chapter to be relatively una ected
by the speci ¢ waveform choice, but the details for any speci ¢ signal could change.

2.3 Harmonic decomposition of the waveform from a
precessing binary

The gravitational waveform emitted by a precessing system, as observed at a gravi-
tational wave detector, can be expressed approximately as [73, 97]

do h_
h(t) = i Ao(t)Re & s
i
F.(Cy iS:)+F (C iS) : (2.6)

Here, Ao(t) denotes the amplitude of the gravitational wave signal in a (time-varying)
frame aligned with the orbital angular momentum of the binary, and depends upon
the masses and spins of the binary. Since the amplitude scales linearly with the
luminosity distance, we have chosen to introduce a ducial normalization Ay(t) for

a waveform at a distanced, and explicitly extract the distance dependencet s is
the phase evolution in the frame aligned with the total angular momentumJ of the
binary. The phase evolution, s, is related to the orbital phase, o, as

s(t) = om(t) (t) (2.7)

where [118]
(t):= _(t)cos (t) (2.8)

and, as before, is the opening angle and gives the phase of the precession of
L around J as shown in Fig. 2.1. F. and F give the detector response relative
to the J-aligned frame andC,. , S;. encode the time-varying response to the
gravitational wave due to the evolution of the binary's orbit relative to the detector.
They depend upon the three angles introduced previously: the precession opening
angle and phase and the angle between the total orbital angular momentum

1Of course, the observed waveform is also a ected by the redshifting of frequencies. For the
calculation discussed here, we work in the detector frame and consider the observed masses, which
are (1 + z) times the source frame masses.
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2.3. Harmonic decomposition of the waveform from a precessing binary

and the line of sight ;y. In terms of these angles, we can expresS,. and S;.

as

1+cos? 3y 1 + cos?

Cs = cos 2
* 2 2
sin2 jy Sin2 3 .5 .5
cos - sin sin® ;
2 2 2> NSl
1+ . 2 . .
S, = M cos sin2 + SiN< oN sin sin ;
2 2
1 + cos? . . sin2 .
c = coOs )y ——— Ssin2 sin jN sin ;
2 2
S = COS jy COS C€OS2  sin jySin cos: (2.9)

The non-precessing expressions can be recovered in the limit of! 0 and !
constant (which is then degenerate with the polarization of the system). When is
non-zero, the e ect of precession is to modulate the detector response at frequencies
p and 2 p. To make the harmonic content of C.. and S;. more explicit, we
rst introduce the parameter,
b=tan( =2); (2.10)

and write the response functions in terms of it. The terms involving can be
expressed as

1+cos®>  1+HW
2 T 1+ R
_ 1 v
COS - m,
sin2 201 ).
> T @A+
_ 201+ B
= a2
. 47
si? = T+ (2.11)

Substituting the trigonometric identities from Eq. (2.11) into the expressions for C.
and S; in Eqg. (2.9) we obtain,

do . _ 2i x4 + H<e ik )

a & B0 A aewe

d : S e *

df (C iS ) = ie? A, 1+ B2 : (2.12)
k=0

2We have re-written the C. term relative to what is normally given in the literature, e.g. [73, 97],
to group terms with the same  dependence.
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where we have introducedA; and A, as

do 1+ cos? IN

Ay, = A 4=gl‘_)cosJN;
Al = A} :Zg"sin N COS JN;
L
—p oo
A=A, —Zasm NS
A =33°sin2 IN
L
A, =0: (2.13)

In the approximation where the direction of total angular momentum is constant, the
A;‘ are time independent amplitudes, and the time dependence of the amplitude
functions is captured as a power series in the parameten = tan( = 2).

Finally, we can use the harmonic decomposition in Eq. (2.12) to obtain a decom-
position of the waveform, Eq. (2.6),

" !
Ao(t)e?( s* )

h(t) = Re A+

x4 #

(be ' Y*(FLA; iIF A) (2.14)
k=0
This allows us to clearly identify the impact of precession on the waveform. First
leads to an additional phase evolution, 2 (which is related to the frequency p using
equation 2.1) and a decrease in the amplitude by a factor (1 #7)2. The precessing
waveform contains ve harmonics that form a power series inb, whose amplitude
depends upon the detector response, distance and viewing angle of the binary. The
frequency of each harmonic is o set from the next by the precession frequencyp.
Similar results have been obtained previously, by manipulating the spin-weighted
spherical harmonic decomposition of the waveform, e.g. [98, 99]. However, it was not
previously observed that the relative amplitudes of the harmonics were related in a
straightforward manner. In the Appendix, we present an alternative derivation of the
result in Eq. (2.14) in terms of this spin-weighted spherical harmonic decomposition
of the waveform, as is customary when producing waveform models for precessing
binaries [84].

As a nal step, we would like to explicitly extract three more time-independent
angles that characterize the waveform, namely the polarization angle , the initial
phase , and the initial polarization phase ,.3
The unknown polarization is currently folded into the detector response func-

3The initial polarization phase . is sometimes denoted in the literature as 3. .
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2.3. Harmonic decomposition of the waveform from a precessing binary

tions F+. . It is more useful to extract and then consider the detector response
to be a known quantity dependent upon only the details of the detector and the
direction to the source. Thus, we write the detector response as,

F.
F

W; €COS2 + W sSin2;

Wi Sin2 + w Ccos2; (2.15)

wherew, andw are the detector response functions in a xed frame | for a single
detector it is natural to choosew =0 and for a network to work in the dominant

polarization for which w; is maximized [119]. The unknown polarization of the
source relative to this preferred frame is denoted .

To isolate the initial orbital and precession phases, we explicitly extract them
from the binary's phase evolution by introducing,

(= s o+ () o
)

2K
= orb (1) ot 1+ 12 d: (2.16)

Thus ( t) vanishes att = 0 and evolves as the sum of the orbital phase and an
additional, precession dependent, contribution.

We then substitute the expressions forF.. , Eqg. (2.15), and , Eg. (2.16), into
the expression forh(t) given in Eqg. (2.14), and isolate the time-varying terms from
the constant, orientation dependent angles. The waveform can be written as the sum
of ve precessing harmonics, the amplitudes of which are constants that depend upon
the binary's sky location, distance and orientation:

X4
h= w(h§AL+ h';AE)+ w (hEAZ + h';A‘k‘); (2.17)
k=0

where h§. _ are the waveform harmonics andA, are constants. The waveform har-
12
monics are

mn !#
Cope k(o
h§(t) = Re Ao(t)€? armr
n !#
B o ke KO o)
h';(t) = Im  Ay(t)€? AT B (2.18)

The harmonics form a simple power series irbe | |, so the amplitude of each suc-
cessive harmonic is reduced by a factor d, and the frequency is reduced by p.
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The amplitudes for the harmonics are given by

Al = A} cos xcos2 A, sin ysin2;

AZ = A} cos xsin2 + A sin ycos2;

AE= A [ sin ycos2 A , cos sin2;

Ag= A [ sin ysin2 + A, cOS kCOS2; (2.19)

where the A** were introduced in Eqg. (2.13), is the polarization and the phase
angle for each harmonic is,

k=2 o+(2 K) o: (2.20)

These amplitudes form a generalization of theF -statistic decomposition of the non-
precessing binary waveform (see e.g. [119]). In the limit thato! O, the precessing
decomposition reduces to the standard expression for the non-precessing waveform
as the amplitude for all harmonics other than k = 0 vanish.

The precessing waveform can equally well be written in the frequency domain by
performing a Fourier transform of the time-domain expressions given above [120]. In
this case, Eq. (2.17) is unchanged, as are the constant amplitude terms in Eq. (2.19).
The frequency dependent harmonics are simply the Fourier transform of the time-
domain modes given in Eq. (2.18), and naturally satisfyhk7 = ih§.

The expansion above is most natural wherb < 1, which corresponds to opening
angles of < 90 . In cases where the opening angle is greater than 9@ is natural to
re-express the waveform in terms ot = b 1 = cot( = 2) in which case the waveform
can be expressed as a power series én We will not discuss the large opening angle
calculation further in this chapter, but note that many of the arguments presented
below would extend in a straightforward manner to this case.

a Obtaining the harmonics

Here, we give an explicit prescription to obtain the ve harmonics for the waveform,
introduced in Eq. (2.17). To do so, we generate waveforms for orientations that con-
tain only a subset of the harmonics, and combine them to isolate a single harmonic.
For simplicity, we restrict attention to the + polarization by xing w, =1, w =0
and consider a binary at a distanced, = d,.

Harmonics k = 0 and k = 4. When the viewing angle of the signal is aligned
with the total angular momentum, ;y = 0O, the observed waveform contains only
the zeroth and fourth harmonics asAI;;z;3 vanish for ;5 =0. We also x =0,
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to obtain,

h =0, =0 = hJ+ hg;

h hd + hg: (2.21)

O:Z; :Z

From these, we can extract thek = 0 and 4 harmonics,

0 _ 1 .
ho - 2 hO:O;:O hoz; 7 ’

h§ = (2.22)

N

-n- -0 +
hozo; =0+ h __. -

The - phases of the harmonics can be obtained in an identical way.
Harmonics k = 1 and k = 3. When the signal is edge on, the polarization

contains only the rst and third harmonics. Then, xing Ny = 5 and = 7, We
have,
h 0=0 O:Z = 2 h%+ hg ;
h o0 = 2 hi h3; (2.23)
so that,
1 _ 1 .
hO - Zl h 0:0 Ozz + h O:E; 0:0 )
3 _ 1
hO - z h 0:0 O:Z h 0= E’ O:O (224)

Harmonic k = 2. Finally, from the + polarization of the edge-on waveform, we
can extract the second harmonic | in principle we could also get k =0 and k =4,
but we have already described a method to obtain them. Fixing jn = 5 and =0

we have,
h ,=0; ,=0 = 3hg+3h5+ 3h(;
h S Ih§+3h§  ing; (2.25)
so that,
h§ = § Moot h o o o (2.26)

b Precession with varying orientation

The observable e ect of precession will vary signi cantly with the binary orientation,

as has been discussed in many previous works, for example [62, 97]. Interestingly,

both the amplitude and frequency of the observed precession depends upon the view-

ing angle. The harmonic decomposition derived above provides a straightforward
way to understand this e ect. The observed amplitude and phase modulations can
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Figure 2.2: The observed waveform from a 48 binary with mass ratio q = 6,

e =0and ,=0:6. The waveform is shown for four di erent binary orientations:

N =0 (top; v =45, polarization (upper middle); j;n =90 , + polariza-
tion (lower middle); j;y =90, polarization (bottom). For each waveform, the
harmonics that contribute to the signal, their sum and the envelope of the full pre-
cessing waveform are shown. The insets show a zoom of a portion of the waveform
to more clearly demonstrate that precession arises as a beating between the di erent
harmonics.

be understood as the beating of the di erent harmonics against each other, with the
amplitude of the composite waveform being maximum when the harmonics are in
phase and minimum when they are out of phase.

In Fig. 2.2, we show the waveform for four di erent orientations: a) along J, b)

polarization at 45 to J, c/d) + = polarization orthogonal to J. In all cases, we
show the last two seconds of the waveform (from around 25 Hz) for a 40 binary,
with g = 6, and in-plane spin on the larger black hole of p =0:6. This con guration
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2.3. Harmonic decomposition of the waveform from a precessing binary

gives an opening angle of 45 (and b 0:4) which leads to signi cant precession
e ects in the waveform.

When viewed along J, there is minimal precession as only thek = 0 and 4
harmonics are present in the system and th& = 4 harmonic is down-weighted by a
factor of b*  0:03 relative to the leading harmonic. Furthermore, the modulation
comes from the beating of thek = 0 and k = 4 harmonics and occurs at four times
the precession frequency. When the line of sight is orthogonal to the total angular
momentum, the k = 0; 2;4 harmonics are present in the + polarized waveform and
k =1;3in the polarization. The k = 0 and 2 harmonics have close to equal
amplitude (although k = 2 is down-weighted by ¥  0:17, the amplitude as given in
Eg. (2.13) is maximal). Consequently the observed waveform has maximal amplitude
and phase modulation due to precession. For the polarized signal, itisthek =1;3
harmonics that contribute, with k = 3 a factor of ¥  0:17 smaller thank = 1.
Consequently, precession e ects are less signi cant. In both cases, precession occurs
at twice the precession frequency as it is from the beating of the thé&k = 0 and k =2
(+ polarization) or k =1 and k = 3 ( polarization). For the  polarized signal
with 3y =45 , the k = 0;1; 3;4 harmonics are present, withk = 0; 1 dominating
and having approximately equal amplitude. For this signal, the binary precesses
from a face-on orientation, = 0 to edge-on, =90 , and the waveform amplitude
oscillates from the maximum to zero. Here, modulations occur at the precession
frequency.

c Importance of precession over parameter space

From the intuitive discussion of precession presented in [62, 73, 97] and summarized
in Section 2.2, it is straightforward to identify regions of parameter space where
precession is most likely to have a signi cant impact upon the binary dynamics
and, consequently, the observed waveform. Speci cally, we expect that higher mass
ratios, larger in-plane spins and negative aligned spin components will all lead to
a larger opening angle and more signi cant precession [97]. Here we brie y revisit
this discussion, framing our results in terms of the parameterb introduced earlier.
Explicitly, we introduce the waveform-averaged value ofb as,

V
gy U Rape

where h%! are the harmonics of the waveform introduced in Eq. (2.18) andS,(f)
is the noise power spectrum of the detector. For this work, we choos8,(f ) to be
the design-sensitivity Advanced LIGO noise curve [2] and evaluate the integral over
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Figure 2.3: The value ofb across the parameter space of total mass, mass ratio.
and . Ineach gure, two of the parameters are varied while the other two are xed
to their ducial values of M =40M ,q=4, ¢ =0, ,=0:6 (this pointis marked
with a ?in all the plots). The total mass has a limited impact on the value of b, for
masses oveM  40M ; below this the b increases with mass, as the later parts of
the merger are brought into the most sensitive band of the detector. The value ob
is seen to increase as the mass ratio or precessing spip are increased and decrease
as the aligned component of the spin  increases. Thus, the value obis largest for
a binary with unequal masses, a large spin on the more massive component which
has signi cant components both in the plane of the orbit and anti-aligned with the
orbital angular momentum.

the frequency rangef 2 [20;1024]Hz*. For binaries where the opening angle is
approximately constant, b tan( = 2).

4Using a realistic noise curve similar to the observed curves during 01 and O2 would change
the reported values slightly, as these noise curves are less sensitive than design, particularly at low
frequencies. The qualitative patterns seen in the gure would remain the same however
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Figure 2.4: The distribution of b for a 3 di erent populations of binary black holes.
Each population assumes either a low-isotropic, low-aligned or a at precessing spin
distribution. A power-law distribution in masses is assumed in all cases (see text for
details).

Fig. 2.3 shows the value ofb on several two-dimensional slices through the four
dimensional parameter space of total mas$1, mass ratio g, e ective spin ¢ and
precessing spin . Keeping other quantities xed, the value of bincreases with total
mass. For higher masses, the late inspiral and merger occur in the sensitive band
of the detectors and, close to merger, the opening angle increases as orbital angular
momentum is radiated. For masses above 40 the mass dependence dis small,
with only a 10% decrease from 4Bl to 100M . Thus, for the other gures, we X
M =40M and investigate the dependence obonq;  and . The dependence
of bfollows directly from Eq. (2.2). The opening angle will increase with mass ratio,
as the orbital angular momentum decreases. The opening angle, and alpincrease
with . It follows directly from the de nition thattan  scales linearly with , and
hence approximately linearly for b=tan( =2). Finally, the opening angle decreases
as the e ective spin . increases, so that the largest value ob is obtained with
signi cant spin anti-aligned with J.

Over much of the parameter space we have exploredy . 0:3. This includes
binaries with mass ratio up to 4:1, with precessing spin , . 0:6, and zero or positive
aligned spin, ¢ 0. Only a small part of parameter space had > 0:4, the value
used in generating the waveforms in Figure 2.2, and > 0:5 is only achieved with
at least two of: a) close to maximal p, b) high mass ratio, g & 5 or c) signi cant
spin anti-aligned with the orbital angular momentum . 0:4.

Next, we consider the importance of precession for an astrophysically motivated
population. In Fig. 2.4, we show the distribution of b for three distributions of
black hole masses and spins. For each population, we generate 100,000 binaries
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Chapter 2. Precession and the Harmonic Decomposition

uniformly in co-moving distance, with masses drawn from a power law distribution

| p(mq)/ my; , with =2:35]and dierent spin distributions, which are the
same as those used in Refs. [121, 122, 123]. We consider populations where the spins
are preferentially low and aligned with the binary orbit; low and isotropically aligned

or drawn from a at distribution and preferentially leading to precession. A low spin
distribution is a triangular distribution peaked at zero spin and dropping to zero

at maximal spin while a at distribution is a uniform between zero and maximal
spin. The aligned distribution is strongly peaked towards aligned spins, while the
isotropic distribution assumes a uniform distribution of spin orientations over the
sphere. Theprecessingdistribution is strongly peaked towards spins orthogonal to
the orbital angular momentum, i.e., with signi cant orbital precession [124, 125]. To
account for observational biases, we keep only those signals that would be observable
above a xed threshold in a gravitational wave detector. We nd that even for the
most extreme precessing population considered, the mean value bfs 0.15 with over
90% of binaries havingb < 0:3. This result is obviously sensitive to the assumptions
on the mass and spin distribution. In Ref. [123] we investigate a larger number of
spin distributions, including ones which allow for large spin magnitudes, and we nd
that the peak of the b distribution is below 0:2 and that over 90% of binaries have
b < 0:4 in all cases.

Fig. 2.5 showsb for a range of neutron star{neutron star and neutron star{black
hole binaries. For neutron star{black hole binaries, the picture is similar to that for
black hole binaries, with large values ofb observed for high mass ratios and large

p. However, as an earlier part of the waveform is in the detector's sensitive band,
the impact of precession is less observable at xed mass ratio than for higher mass
black hole binaries. For neutron star binaries, the value ofb remains below 015
across the parameter space, and is less thanb for reasonable neutron star spins,

0:4.

2.4 The two-harmonic approximation

The precessing waveform can be expressed as the sum of ve harmonics whose
amplitudes form a power series inb=tan( =2). Furthermore, over the majority of
the space of binary mergers, the value ob is less than 03. In addition, for b  0:4
the dominant harmonic | the one containing the most power | must be either
k =0 or 1. Thus, for the vast majority of binary mergers, we expect that these two
harmonics will be the most signi cant.

This motivates us to introduce the two-harmonic approximation, in which we
generate a waveform containing only thek = 0 and k = 1 harmonics, i.e.,

X
h= ws (h§AK + WA + w (hEAE + hXAQ): (2.28)
k=0;1
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2.4. The two-harmonic approximation

Figure 2.5: The value ofb across the binary neutron star and neutron-star{black-
hole space. The left gure shows the variation ofb for an NSBH system with a
1:.4M neutron star, ¢ =0 and varying black hole mass and . The right gure
shows the variation of b against mass ratio and , for a binary neutron star system
of total mass 27M and , =

The expression for the two-harmonic waveform can be simpli ed by restricting to
the single detector case (i.e., settingv. = 1 and w = 0), explicitly working with
the waveform in the frequency domain, for whichhk (f) = ih§(f ), and dropping the

2

subscript 0 on the zero-phase waveform, so that®(f ) := h(f ). The two harmonics

of interest are,

1

ho(f) = Aq(f)e? (1) TRV IR (2.29)
@+ B)?
Len L1y bf)e i@ o)
hi(f) = Aq(f)e” (1) ETanE (2.30)
and the two-harmonic waveform then becomes,
hoharm = Agh®+ Ash?; (2.31)
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where,

dg 1+ cos? . .
Ao:—O -T2 N oos2 i cos jn Sin2
do 2

e i2 0+2 o).

do , . - .
Alzd—o(sm2 JNCOS2  2isin jysin2 )
L
e '@ ot o) (2.32)
Thus, the two-harmonic waveform is composed of two components that have fre-
guencies oset by p, and any observed amplitude and phase modulation of the

waveform is caused by the beating of one waveform against the other. The relative
amplitude and phase of the two harmonics is encoded by

= (2.33)

sin2 jycos2  2isin jysSin2
3(L+cos? jy)cos2  icos gy sin2

The value of depends upon the viewing angle, encoded injy and , and the
initial precession phase . It is not di cult to show that can take any value as
the parameters 3y, , o are varied. For example, at jy =0, A1 vanishes and so
does ,whileat ;3= =2and = =4, Agvanishesand !1 . Since the initial
precession phase , is a free parameter, the phase of also can take any value.
The overall amplitude and phase of the signal also depends upon the distance and
coalescence phase so that any values of the amplitude and phase of the signal in the
two harmonics are consistent with a signal.

2.5 Validity of the two-harmonic waveform

To investigate the validity of the two-harmonic approximation, we compare the
approximate waveform with the full, ve-harmonic, precessing waveform across the
parameter space. The error will be of ordert?, which is small over much of the
parameter space, and for the majority of orientations.

Fig. 2.6 shows the overlap between the full waveform and a subset of the harmon-
ics for a binary with M =40M , g=4 and . =0, while varying the orientation
and value of p. In each case, we calculate,

max _(hjh9
o(h;h)y= ————~=; 2.3
(h;h9 injihg (2.34)
e 1 a(m)
. a’ _
(ajb) = 4Re o s(f) d; (2.35)
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2.5. Validity of the two-harmonic waveform

Figure 2.6: The overlap between a precessing waveform and a subset of the harmon-
ics, as a function of the precessing spin and binary orientation for a 44 binary
with mass ratio =4 and . = 0. The top row shows the overlap between the
leading, k = 0, harmonic and the full waveform; the second row shows the overlap
between the dominant harmonic and the full waveform; the bottom row shows the
overlap between our two-harmonic precessing waveform and the full waveform. The
rst column is for the + polarization, second for  and third for xed p =0:6 and
varying polarization.

and S(f) is the power spectral density of the detector data. Thus the overlap is
maximized over the phase, but not over time or any of the mass and spin parameters.
An overlap of close to unity shows that the two waveforms are very similar, while
a lower value of overlap implies signi cant deviations between the waveforms. As a
rule of thumb, an overlap O(h;h% . 1 3= 2 will be observable at a signal to noise
ratio [126, 127, 79].

We calculate the overlap of the full waveform, h, against

1. the leading order waveform in the precession expansiom?;

2. the dominant harmonic, i.e. the harmonic of h® and h! which contains the
largest fraction of the power in the full waveform;

3. the two-harmonic waveform with the appropriate values of Ag and A;.

For the + polarized waveform (left column), the k = 0 harmonic is dominant
for all values of ;y and p, so that the observed overlap with the full waveform is
above Q8 across the parameter space. Foryy 0 or small values of p, the other
harmonics make a minimal contribution and the overlap is close to unity. For larger
values of jy and p the other harmonics are more signi cant and the overlap drops
to 0:9 or less. The two-harmonic waveform is a signi cantly better match to the
full waveform, with an overlap greater than 0:99 for much of the parameter space,
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and only below Q9 for edge-on systems with high p where the k = 2 harmonic
contributes most strongly (and the k = 1 contribution vanishes).

For the  polarized waveform (center column), the e ect of incorporating the
k = 1 harmonic is dramatic. For j;y = 90 the k = 0 contribution vanishes and
only the k = 1;3 harmonics are present. Thus, the overlap with harmonick = 0
is essentially zero. Using the best ok = 0;1 provides a good overlap with the
edge-on waveform, but there is still a poor overlap at ;5 60 where both the
k = 0 and 1 harmonics contribute signi cantly to the waveform. This e ect has
been observed previously, for example in [97, 98] and a geometric understanding of
its origin provided. The two-harmonic waveform matches remarkably well to the full
waveform, with the largest di erences for ;5 =90 and p 1 where the overlap
drops to 0:99 due to the contribution from the k = 3 harmonic.

The right column shows the overlap as the orientation of the binary changes. As
expected, at points where thek = 0 harmonic vanishes ( jy =90 and =45 ), the
overlap with this harmonic drops to zero. The dominant harmonic is a good match
to the waveform, except for orientations where two harmonics contribute signi -
cantly. As discussed in detail in Ref. [97], this corresponds to con gurations where
the binary orientation passes through the null of the detector response (i.e. the signal
goes to zero) once per precession cycle. Thus, the radius of the circle with poor over-
laps is approximately equal to the opening angle of the binary. The two-harmonic
approximation provides an excellent t to the full waveform over the majority of ori-
entations, only dropping below Q95 for orientations where ;y ! 90 and 0,90,
where the k = 2 harmonic is most signi cant.

Next, we investigate the validity of the two-harmonic approximation for a popu-
lation of binaries. To begin with, let us x the masses and spins and just consider
the e ect of binary orientation. As before, we chooseM =40M ,q=4, . =0
and p = 0:6, corresponding tob  0:3, with the binary orientation distributed
uniformly over cos( jn); o, o; - Fig. 2.7 shows the distribution of the overlap be-
tween the full waveform and 1) the k = 0 harmonic, 2) the dominant harmonic and
3) the two-harmonic approximation. The results are shown for both a uniformly dis-
tributed population, and a population of signals observable above a xed threshold
in the detector | thereby favoring orientations that produce the largest amplitude
gravitational wave. The median overlap with either the k = 0 or dominant har-
monic is. 0:9, while the two-harmonic approximation improves the median overlap
to 0:99. Using the dominant harmonic, there are a small fraction of signals with
overlaps of Q7 or lower (and for the k = 0 harmonic, this tail extends to overlaps of
0.2), while for the two harmonic approximation, the worst overlap is 0:88.

We can use these results to obtain aough sense of the bene ts of performing
a search using the two-harmonic approximation. Previous, more detailed, inves-
tigations of this question have been carried out in, e.g. [103, 97, 128]. Current
gravitational wave searches make use of spin-aligned waveforms [129, 130], and a

{33{



2.5. Validity of the two-harmonic waveform

Figure 2.7: The distribution of the overlap of the precessing waveform with the
k = 0, dominant and two-harmonic waveforms for a population of signals with
M =40M ,q=4, = 0. The top plot shows the overlap distribution for

p = 0:6, with random orientation of the signal. The lighter shaded regions give the
distribution for a randomly oriented population of sources and the darker regions
for the expected observed distribution (for a uniform-in-volume source). The lower
plot shows the overlap between full and approximate waveforms as a function db.
The lines on the plot show the value of the overlap for the median (solid line), worst
10% (dashed) and worst 1% (dot-dashed) of signals.

precessing waveform will naturally be identi ed by a spin-aligned waveform which
matches well the dominant harmonic. Thus, we can use the overlaps between the
precessing waveforms and dominant harmonics as a proxy for the performance of
an aligned spin search. Since the median overlap is.® we would expect to recover
approximately 70% as many signals ( 0:9° for a population uniform in volume)
as with a full precessing search, above a xed threshold. A search based upon the
two-harmonic approximation would recover around 97% of these signals, indicating
an improvement of over 30% in sensitivity to such systems.
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We also show how the distribution of overlaps varies across the mass and spin
parameter space, as encoded by the parametérand plotted for three choices of spin
distribution in Figure 2.4.% For b. 0:13 | accounting for three quarters of signals in
the low-isotropic population | the median overlap between the dominant harmonic
and the full waveform is above 097. Thus, for the majority of expected signals, the
spin-aligned search will have good sensitivity. However, even for low values bfthere
will be some orientations of signals where two dominant harmonics will not match
the waveform well, while the two-harmonic waveform still provides an essentially
perfect representation of the waveform for all orientations. Atb  0:25 the median
overlap with the dominant harmonic waveform drops to 0.9, and it is here that a
search with the two-harmonic approximation could provide a 30% improvement. We
note, however, that for the low-isotropic distribution this accounts for only 5% of
systems. While systems with such signi cant precession may be rare they would
come from interesting areas of parameter space, with high mass ratios and spins. It
is only at b= 0:4 that the median overlap for the two harmonic waveform drops to
0.97, indicating a 10% loss relative to an ideal search, but also 70% improvement
over a spin-aligned search.

2.6 Searching for precessing binaries

The two-harmonic approximation provides an ideal basis to develop a search for
binaries with precession. The typical approach to searching for binary coalescences
has been to generate a template-bank of waveforms that covers the parameter space
[131, 132, 133]. These templates comprise discrete points in the mass and spin space
chosen so that the waveform produced by a binary anywhere in the parameter space
of interest has a match of at least 97% with one of the templates. The waveform for
each template is then match- ltered against the data to identify peaks of high SNR,
and various signal consistency and coincidence tests are used to di erentiate signals
from non-stationary noise transients [134, 135, 136, 129, 130]. Current searches make
use of a template bank covering the four dimensional mass and aligned-spin space
[137, 138]° The search takes advantage of the fact that changing the sky location,
distance and orientation of the binary only changes the overall amplitude and phase

SWhile these plots were made with xed masses and . , they should give a reasonable indica-
tion of the accuracy of the two-harmonic waveform across the mass and spin parameter space, as a
function of b. For di erent masses and spins, the evolution of the precession angle during the coa-
lescence can have a slight impact upon the relative importance of the modes but, asb typically does
not change signi cantly over the observable waveform, this e ect is likely to be small. Furthermore,
as di erent modes are not perfectly orthogonal, the degree to which they are not will also have a
small e ect upon the results. As shown in Section 2.7, the harmonics are close to orthogonal for
M . 40M so that the results shown here will be representative, at least at lower masses.

5As we have discussed, the most signi cant e ect on the observed waveform arises due to the
e ective spin . , which is a combination of the aligned spin components of the two waveforms.
Thus, although the template space is four dimensional, one of the spin directions provides limited
variation to the waveforms, and thus is relatively straightforward to cover.
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of the signal, and these guantities can be maximized over in a simple manner.

When developing a search for precessing binaries, the search becomes more chal-
lenging due to the increasing number of parameters. In principle, it is necessary
to search over two masses and six spin components, although, in practice it will
probably be su cient to restrict to the masses, ¢ and p. The second complica-
tion is that the observed morphology of the waveform varies as the orientation of
the binary changes, and it becomes necessary to search over binary orientationy,
polarization  and precession phase o, although methods have been developed to
straightforwardly handle a subset of these parameters [139, 103].

The two-harmonic waveform can be used to maximize the SNR over the binary
orientation in a simple way. The two complex amplitudes Ag and A, de ned in
Eqg. (2.32), are dependent upon ve variables: the distancegd, , binary orientation,

JN, » and the initial orbital and precession phases, o, o. SihnceAg and A1 can
take any value in the complex plane, it is possible to construct the two-harmonic
SNR by ltering the two harmonics hg and h; against the data and then freely
maximizing the amplitudes so that,

%harm = S+ i: (2-36)

If the harmonics are not orthogonal, the two-harmonic SNR should be calculated
using h® and h} | the k = 1 harmonic with any component proportional to h°
removed. The extrinsic parameters of the binary (distance, sky location, orientation,
orbital and precession phase) can be searched over through maximization over the
amplitudes of the two harmonics, leaving only the masses and spins as dimensions
to search using a bank of waveforms.

We must still construct a bank of waveforms to cover the four-dimensional pa-
rameter space of masses, the e ective aligned, and precessing p components of
the spins. The amplitude and phase evolution of a single harmonic does not carry
the tell-tale amplitude and phase modulation caused by precession, but does have
a di erent phase evolution due to precession [99, 84]. Since the phase evolution of
each precessing harmonic is degenerate with a non-precessing waveform with dif-
ferent mass-ratio or e ective spin, the bank of templates will essentially be a bank
of non-precessing waveforms. This may allow us to reduce the size of the template
bank.

The k=0 harmonic of the precessing waveform has an additional phase (see
Eg. (2.16)) of, 7
t

27 dt ©: (2.37)

O(t): t01+b2_

For systems in which orbital angular momentum dominates over spin angular mo-
mentum, the precession frequency is inversely proportional to orbital frequency,
p = [ f 1[62, 73, 97]. This is the same frequency dependence as the 1PN

{36



Chapter 2. Precession and the Harmonic Decomposition

Figure 2.8: The mismatch between thek = 0 (left) and k = 1 (right) harmonic of

two precessing signals as the e ective spin ¢ and precessing spin p are varied.
For all waveforms, the total mass is xed to 40M and the mass ratio to 4. One
waveform has ¢ =0and p =0:6 (the point marked by a star), while the spins
of the second waveform are varied. The blue and green lines show the value of ,
for the k =0 and k = 1 harmonics respectively, which gives the largest match with
the ducial waveform; the red line is the average of these values.

contribution to the waveform, whose amplitude depends upon the mass ratio. Con-
sequently, it is reasonable to expect that the precession-induced phase will be indis-
tinguishable from a systematic o set in the binary mass ratio, or the e ective spin
[80]. Similarly, the k = 1 harmonic has essentially the same amplitude evolution as
the non-precessing waveform, but with a phase di erence of,

Z t
W= LY (2.38)
which will also, in many cases, be degenerate with a change in the mass ratio or
aligned spin.

In Figure 2.8, we investigate the degeneracy in the spin (¢ { p) space of the two
leading precession harmonics. We consider a system with masséd, = 40M and
g=4,andspins . =0, p=0:6and investigate how the two waveform harmonics
vary as the spins are changed. The gure shows the match | the overlap maximized
over time-o sets | between our ducial waveform and one with the same masses

but di erent spins. For both harmonics, there is a band in the ¢ { p plane where
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the is mismatch is small | the di erent phase evolution of each harmonic caused by
varying p can be o set by a suitable change in ¢ . The relation is approximately
quadratic, e | ( p)? which is to be expected. Recall, from Eq. (2.37), that
the the change in phase due to precession is quadratic ib, and therefore also in

p at least for small values ofb. Meanwhile the phasing of the waveform varies, at
leading order, linearly with ¢ .

This degeneracy in the ¢ { p plane suggests that a single template waveform
could be used to search over an extended region corresponding, for example, to
the region of mismatch < 0:03 in Figure 2.8. However, this will only work if the
degenerate region for thek = 0 and k = 1 harmonics is the same. It is clear from
Equations (2.37) and (2.38) and Figure 2.8 that they are not identical. Nonethelesg,
for the example we have considered, the two degenerate regions are similar, and along
the line that traces the mid-point between the the best t values of  for the two
harmonics, both harmonics have a match above 0.97 with the initial point. Thus,
to an accuracy appropriate for generating a template bank, we can use the two
harmonics from a single waveform to cover a band in the . { p plane which spans
all values of p. This e ectively reduces the dimensionality of the parameter space
to three dimensions: mass, mass ratio and one spin parameter.

Our proposal to develop a precessing search is as follows. First, generate a bank
of templates to cover the space of non-precessing binaries. At eadh, g,  point
in the template bank, construct the two-harmonic waveform for a xed value of

p. Then, lter the data against the two harmonics and calculate the two-harmonic
SNR, as de ned in Eq. (2.36) to identify candidate events in a single detector. It
will be necessary to extend the existing 2 signal consistency test [135] to each
harmonic, taking into account the presence of the other harmonics, to reduce the
impact of non-stationarity in the data. Next, perform coincidence between detectors
by requiring a signal in the same template at the same time, up to the allowed time
delays based upon speed of propagation. For a non-precessing signal observed in
two detectors, the relative amplitude and phase of the SNR in each detector can
take any value, even though some are astrophysically more likely [140] (and this can
be used to increase search sensitivity). However, for the two-harmonic waveform
not every signal observed in two detectors will be compatible with an astrophysical
source. This can be seen through simple parameter counting: there are ten measured
gquantities (two complex amplitudes and a time of arrival in each detector), which
depend upon eight parameters, the ve orientation parameters ., N, , o o)
sky location and merger time. An additional coincidence test to check for consistency
between parameters will likely be necessary to reduce the search background. A
similar problem arises already in extending the amplitude and phase consistency of

"Strictly, when doing this comparison, we must use the same time o set for the two harmonics,
whereas the gure allows for an independent maximization of the time delay for each harmonic.
Fixing a single time delay does slightly decrease the matches, but not signi cantly enough to change
the conclusions.
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[140] to three or more detectors and methods developed for that purpose may be
helpful for the precessing search.

We can estimate the likely sensitivity improvement from a precessing search,
as we have briey discussed in Section 2.5. A non-precessing search will typically
nd the dominant harmonic of the waveform. Thus, for signals where two harmonics
provide a signi cant contribution, a search based on the two-harmonic waveform has
the potential to out-perform the non-precessing search. The two-harmonic waveform
has four degrees of freedom, encoded g and A1, compared to two for the non-
precessing search. Thus, the noise background is higher for the two-harmonic search
and, based upon a comparison of the tails of the 2 distribution with 2 and 4 degrees
of freedom, an increase of around 5% in SNR is required to obtain the same false
alarm rate (see e.g., Ref. [103] for a discussion of this issue). Thus, a signal will
be observed as more signi cant in the two-harmonic search than a non-precessing
search if the SNR can be increased by 5% or more. Fig. 2.7 shows that this occurs
for b & 0:15, and for binaries with b above this value the two-harmonic search has
the potential to outperform a non-precessing search. We note, however, that a given
template will cover a range of spin values and consequently a range bf so it may be
more appropriate to deploy the two-harmonic search for templates with anaverage
of b which is greater than Q:15.

Another challenge of searches for precessing systems is the associated compu-

tational cost [103], which can be prohibitive. The maximum computational cost

for the two-harmonic search would be double that of a comparable non-precessing
search: it becomes necessary to lter both thek = 0 and 1 harmonics, and com-
putational time is dominated by this matched Itering. However, since both the

k = 0 and k = 1 harmonics are essentially non-precessing waveforms, there may
be waveforms associated with thek = 1 harmonics are already in the set of k = 0
waveforms, but associated with di erent parameters. If so, this could further reduce
the computational cost.

2.7 Observability of precession

The two-harmonic approximation allows us to easily identify regions of the binary
merger parameter space for which precession will leave an observable imprint on
the waveform. Since the amplitude and phase evolution of a single harmonic is
generally consistent with that of a non-precessing waveform (see above and [99, 98]),
it is only when two harmonics can be observed that we are able to clearly identify
precession in the system. We are therefore interested in deriving an expression for
the precession SNR |, de ned as the SNR in the second most signi cant harmonic,
and determining when it will be observable. If the two harmonics h® and h' in
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Figure 2.9: The overlap O(hg; h1) between thek = 0 and k = 1 harmonics across
two-dimensional slices in the parameter space of total mass, mass ratio, and .
In each plot, two of the parameters are varied while the other two are xed to their
ducial values of M =40M ,q=4, ¢ =0, ,=0:6.

Eq. (2.31) are orthogonal, then the precession SNR is simply,

p = min(jAoh%;jA 1ht);
min(1;j j)
1+ 2

(2.39)

2harm

where , de ned in Eq. (2.33), gives the ratio of the SNRinthek =1 and k =0
harmonics and ,harm is the total SNR in the two-harmonic waveform.
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Let us brie y examine where in parameter space the two harmonics are close to
orthogonal. Where there are su cient precession cycles we expect the two harmon-
ics, h® and h?, will be close to orthogonal, and the overlap to be close to zero [99].
The overlap between the two harmonics for various two-dimensional slices through
the parameter space is shown in Fig. 2.9. At higher masses, where the binary com-
pletes one, or fewer, precession cycles in the detector's sensitive band, there is a
larger overlap between the harmonics. At negative . and minimal ,, the overlap
is also signi cant. However, providing the mass of the system is below 3@ , for
the much of the parameter space the overlap is less than:D and simple expression
in Eq. (2.39) will be applicable.

Taking into account the overlap between harmonics, the total power in the two-
harmonic waveform is,

Sham = JAOh%j? 1+ 2Re[ 010]+ ] |* : (2.40)
where 019 is complex overlap between the two harmonics:

o = (49 + i(h%jin®)
ST

(2.41)
We can project the SNR onto directions parallel and perpendicular to theh® wave-
form to obtain the SNR in these two directions as,
6 = JAoh%? 1+2Re[ 010]+ | 010f° ;

50 = Ao 2 1] onof® (2.42)
Similarly, the power parallel to and perpendicular to the k = 1 harmonic is,
JAoh%? jorei? +2Re[ 0yl + j j? ;
5 jAoh%% 1 j opoj® : (2.43)

N
1

The precession SNR is de ned as the power orthogonal to the dominant har-
i~ 8
monic,

p = min( ?2:0) ?;1); (2-44)

N[

1] Ol;Oj2
l+2Re[ 01;0] + j j2

= 2harm min(l;j J)

As expected, the precession SNR scales with the total SNR of the signal, so that
precession will be more easily observed for louder events. If there is signi cant de-

8In exceptional circumstances, where the overlap is large and 01 is close to 1, there can
be more power in - than ;. In such cases, it is natural to use ; to determine if precession is
present, although this is not ideal as -, need not resemble a non-precessing waveform.
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generacy between the harmonics, the numerator will be reduced, making the obser-
vation of precession more di cult. Finally, in the limitthat 050! 0, the expression
simpli es to the one given earlier for orthogonal harmonics in (2.39), as expected.

What value of , will be required to observe precession? This will happen if the
evidence for a signal with , 6 0 in the data is greater than that for a non-precessing
source. This can be evaluated through Bayesian model selection, by considering the
Bayes factor between the hypotheses. However, such a calculation requires a full
exploration of the parameter space. We can, instead, obtain an approximate answer
by considering the maximum likelihood. Since the two-harmonic waveform is more
general than the non-precessing waveform, it will always give a larger maximum
likelihood even in the absence of precessiodue to its ability to t the detector
noise. Thus, we are interested in examining the expected increase in SNR due to
the inclusion of the second harmonic, in the absence of any power in it.

The two-harmonic SNR can be written as

%harm = %p * S: (2-45)

where n, is the non-precessing SNR or, equivalently, the SNR in the dominant
harmonic. In the absence of precession,, will be 2 distributed with 2 degrees
of freedom, as we are able to freely maximize over the amplitude and phase of the
two harmonics independently. Consequently, in 90% of cases, noise alone will give a
value of , < 2:1. Therefore, as a simple criterion, we require that,

p 21, (2.46)

for precession to be observable. In Ref. [141] we use this de nition to investigate in
detail the observability of precession over the parameter space.

2.8 Discussion

We have presented a new, intuitive way to understand the observability of precession
in GW observations. By keeping only the leading precession term, we have derived a
precession SNR and argued that this can be used to determine when precession will
be observable. Before discussing applications we point out the main limitations of
this analysis. As is clear from the formulation, this analysis works best for binaries
where b = tan( =2) is small. This typically corresponds to situations where the
masses are comparable, the precessing spin is small and any aligned component of
the spin is aligned (rather than anti-aligned) with the orbital angular momentum.
We have shown above that this assumption is valid for a reasonable population.

We now point to several advantages and applications of this formulation:
First, it gives new understanding of the observability of precession, and also of the
origin of precession as the beating of two waveform components with slightly di ering
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frequencies (also discussed in [99]). Itis di cult to identify the presence of precession
in a GW observation directly from p, since the prior astrophysical expectation
disfavours p = 0. While the deviation from the prior can be determined through
the Bayes factor, the precession SNR p has the advantage of providing a direct
measure of whether precession has been measured in a signal. This will be illustrated
in more detail in chapter 4, where we probe the measurability of precession across
the gravitational wave parameter space. The precession SNR has also been used for
just this purpose in the interpretation of the recent GW observation GW190412 [1].

There exist a number of detailed population analyses which extract the features
of the underlying population of gravitational waves from the set of observed grav-
itational wave events, for example [142, 143, 144, 74]. These typically use the full
posterior distributions recovered from the gravitational wave signal [52, 145] to infer
the population and, as such, naturally account for precession e ects in the observed
signals when inferring the black hole mass and spin populations. Nonetheless, there
have been a number of studies performed which investigate the population proper-
ties using a subset of the recovered parameters, see e.g. [146, 121, 147, 148, 122, 74],
and have been successfully used to infer interesting properties of the mass and spin
distributions. The majority of these studies have restricted attention to the aligned
components of the spins. The precession SNR provides a straightforward method to
determine the signi cance of precession, and provides away to probe observability of
precession in populations of binaries. In using this method we have been able to de-
rive constraints on the preferred spin distribution including precession e ects [123].

Both of the applications highlighted above are currently possible using other more
sophisticated but computationally expensive methods such as Bayesian model com-
parison. This is, of course, a more general method that makes fewer assumptions
than we do in computing ,, however the computational costs associated with cal-
culating the marginal likelihood over multiple, e.g. precessing and non-precessing,
models per binary are not feasible for a large number of binaries. For example
the analysis in [123] involved calculating p for 1 million binaries, and computing
the Bayes factor for 1 million binaries would certainly not be practical. Similar,
lightweight analyses, could also be developed using the formalism introduced in, e.g.
[97], and if this is done,it would be interesting to compare them with the results
from the two harmonic analysis.

Finally, we have outlined a method by which the two-harmonic approximation
could be used to develop a search for precessing binaries. We have shown that in
principle that this approach could result in a signi cant increase in sensitivity with-
out the computational overheads associated with other precessing search methods.
In addition, the formalism should provide a way to identify the parts of parameter
space where a precessing search is likely to increase sensitivity. We plan a detailed
investigation into the feasibility of a precessing search based upon the two-harmonic
approximation in future work.
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Appendix: Derivation using spin-weighted spherical har-
monics

In this appendix, we provide an alternative derivation of the power series decom-

position of the precessing waveform, given in Section 2.3, based upon the spin-
weighted spherical harmonic decomposition of the waveform [149] and its applica-
tion to precession as described in [84, 118]. Speci cally, we wish to obtain the result
in Eq. (2.14). Throughout, we follow the notation used in [86].

The gravitational waveform emitted during a binary merger,
h:=h, ih (2.47)

can naturally be decomposed into a set of spin-weighted spherical harmonics as

X X
ht3: o= hm (67) Yom (5) (2.48)

2 " m

where and give the orientation of the observer relative to a co-ordinate system
used to identify the spherical harmonics,™ encodes the physical parameters of the
system (masses, spins, etc) antl is the time.

The multipoles for a precessing system are approximated by \twisting up" [84,
118] the multipoles of the non-precessing counterpart based upon the orientation of
the orbital angular momentum given by the opening angle , precession angle and
the third Euler angle de ned via

= _COS: (2.49)
Then, the precessing multipoles are given by

X
hec(t) = \hx“;,E’D;,;m( (t); (1); (1) (2.50)

on
where the Wigner D-matrix is
Dom(:: )=€M dpn( e ™ (2.51)
and the Wigner d-matrix given, for example, in [150].

Combining these decompositions gives the waveform for a precessing binary as

X
h= 2Yom (; )Dpm (i s (6 7): (2.52)

sm;n

In performing the twisting, it's natural that the precessing waveform is described in
a coordinate system aligned with the orbital angular momentum, so that = 4.
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Chapter 2. Precession and the Harmonic Decomposition

Furthermore, the orientation of the x-axis will be speci ed relative to the (initial)
precession phase so that = o-

In this work, we restrict attention to the case where the non-precessing model
contains only the " =2 and n = 2 modes, and require symmetry in gravitational
wave emission above and below the plane of the binary so that, = ( 1)‘h?; n-
This eliminates the sum over™ and m from Eq. (2.52). Furthermore, we can expand
the spherical harmonics using

r
5

Nom( ;o) = 4—dﬁ1;z( w)e m o (2.53)
to obtain
r
X 5 .
hpree = 7 Bm( et o (2.54)
2 m 2

hIZ\IZP d%;m( )e 2 + ( hg‘zp)?dz 2;m( )eZI

We now wish to re-write the above to show that the waveform can be decomposed
in modes whose amplitudes form a power series in=tan( =2). To do so, we note
that the Wigner d-matrices can be evaluated as powers of sin€ 2) and cos(= 2), so
that if we are able to group terms with the same indices we will arrive at the desired
expression. We do this by using the d-matrix identities:

dym =(C D™ "y =( Y™ "y (2.55)
and relabelling the dummy index m ! m in the second term of Eq. (2.54) to
obtain:

rec X r ? 2
hPree = IdZ;m( ) (2.56)
h2 m 2

( 1)Md3,() hbF (e @ &m0
o N
+05, () hbF (e 2 el o

Finally, we can evaluate the Wigner d-matrices as
Bm( ) = Cmcod*™(=2)sin® "(=2)

Cmb? ™

TR (2.57)

whereC , =1, C 1 =2, Cp = pé and, as before,b = tan( =2). Similarly, we
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introduce =tan ;y =2, and evaluate the d-matrices for the angle jy. This gives

r

X (Cm)?E? ™

prec  —
" A+ )2

5
e (2.58)

2 m 2
2 m

( )2+m
L+ 27

Y (e 2 @m( o

g (e 2 emC

This is close to the desired form and, in particular, we have obtained an decom-
position where the relative strength of each mode is decreased by a factor bf To
obtain an expression comparable to Eq. (2.14) we must evaluate the waveform ob-
served at a detector with responsd-. and F to the two gravitational polarizations.

h(t) = Re]( FF + iF )hPe] | (2.59)
_ B ()Rt o
= Re 4 1+ )2
S Cm 2 i m
m= 2 (1(+ )Z)Z(be ( 0))2

F+[ 2 m+( )2+m] iE [ 2 m ( )2+m]

Then, to nally equate this with the desired expression, we must make the identi -
cation ro

S (E)E = LA < (2.60)

where g is de ned in Eq. (2.7). Thus the amplitude of the waveform, Ay(t) is the
same as the scaled 22 mode while the phase of the 22 mode is the (negative) of the
orbital phase. Furthermore, it is straightforward to show that the A;; coe cients

are given by

N _ do ) 2 m +( )2+m .
A(z m) — I(Cm) (1+ 2)2 ’
_ do ) 2 m ( )2+m
A(2 m) ~ I(Cm) (1+ 2)2

(2.61)

Substituting these identi cations, we obtain the desired expression for the waveform

{46



Chapter 2. Precession and the Harmonic Decomposition

observed at a detector,

" !
_ Ao(t)ezi( s+ )
h(t) = Re T
X4 .
(be " X(FLA; iF AL) (2.62)
k=0
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Chapter 3

Population Analysis using the
Two Hamornic Approximation

The Advanced Laser Interferometer Gravitational-Wave Observatory (aLIGO) [151]

and Advanced Virgo (AdV) [152], provide a unique method of observing mergers
of black holes and/or neutron stars. Observations to date already provide insights
into the mass and spin distributions of black holes [2, 74]. This chapter applies
the methods presented in chapter 2 to carry out a population study looking at the
relative probabilities of di erent spin population models.

One important general relativistic e ect that has not yet been observed is orbital
precession. This arises when the black-hole spins are not aligned with the binary's
orbital angular momentum. In contrast to Newtonian mechanics, where all angular
momenta are individually conserved, in general relativity the binary's total angular
momentum is (approximately) conserved, and the orbital angular momentum (and
hence the orbital plane) and spins precess around it [62, 72]. This leads to mod-
ulations in the amplitude and phase of the gravitational wave (GW) signal. These
are in general small e ects and, in addition, whether they can be measured depends
not only on the black-hole masses and spin magnitudes and directions, but also on
the binary's orientation relative to the detector, and the observed GW polarization.
For this reason, until the introduction of the precession SNR presented in chapter 2
there was no straightforward way to determine how signi cantly precession would be
imprinted onto a given waveform. The usual approach is to perform computationally
expensive Bayesian analyses (see e.g. [2, 52]), but even then, the misaligned spin
components (which signify whether the binary is precessing) are degenerate with
other parameters, and do not provide a direct measure of precession features in the
signal. This makes it di cult to infer the impact of precession measurements on the
properties of astrophysical binary populations and their formation mechanisms.
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3.1 Observability of precession:

Since the individual harmonics are indistinguishable from non-precessing waveforms,
it is only when two precession harmonics can be independently observed that preces-
sion can be unambiguously identi ed. For precession to be observable, we therefore
require that the expected signal-to-noise ratio (SNR) in both of the harmonics is
above some threshold.

It remains to determine a threshold above which , can be considered as evi-
dence for precession, this question is discussed in detail in chapter 4. For a simple
approximation for this threshold, consider the situation where an event has been
observed, so there is signi cant SNR in at least one harmonic. In the absence of
measurable precession, and assuming well-modelled Gaussian noise, the SNR in the
second harmonic will be 2 distributed with two degrees of freedom, where the two
degrees of freedom correspond to the real and imaginary parts of the complex ampli-
tude. Therefore, in the absence of precession, > 2:1 is expected in less than 10%
of cases, and , > 3 in approximately 1% of cases. We therefore use these simple
thresholds as a measure of the strength of evidence for observable precession.

In Fig. 3.1 we show the recovered distribution of , and , for a number of signals,
both real and simulated. For each signal, we use a nested sampling routine within
the LALInference code [51, 52] to obtain posterior probability distributions for the
parameters. This is the same infrastructure that was used to measure the properties
of the LIGO-Virgo observations, and we present our results in the same form as in,
for example, the GWTC-1 catalogue [2], by using the PESummary library [153].
The new feature is our calculation of .

First, we show the recovered , and | distributions for a set of simulated signals,
generated using theIMRPhenomPv2 model [84], each with the same choices of
masses and spins | total mass M = 40M , mass ratio 2:1, and an in-plane spin
of ,=0:4 on the large black hole only | but varying orientation, encoded by the
angle between the total angular momentum and the line of sight. The distance to
each signal is chosen to ensure aed expected SNR of 20 in the aLIGO detectors at
the sensitivity of the second observing run (O2) [2], resulting in a distance variation
by a factor of 3.5 between the least and most inclined systems.

For binaries with total angular momentum closely aligned with the line of sight,

< 45° the precessing SNR is consistent with no power in théh!. The posterior
on p is consistent with the prior at low |, but excludes , & 0:7. When > 45°
the angular momentum is signi cantly mis-aligned with the line of sight and there
is signi cant power in both harmonics, leading to a value of  inconsistent with
noise alone and little support for values of . 0:1. However, using j alone, even
after performing the parameter recovery there are no simple criteria to determine
when precession is observed. A natural choice might require that the 90% con dence
interval for | exclude zero, but this will always be the case, primarily due to the
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Figure 3.1: For a set of simulated signals with xed masses and spins (see text),
we show the posterior and prior (white) distributions for |, (top), and posterior
distributions for , (middle) for a range of di erent binary orientations, . The grey
lines show the 90% con dence regions, the solid red lines show theue values of

p and , respectively and the dashed black and grey lines indicates the thresholds
for observable precession atp, = 2:1 and , = 3. The bottom panel shows the ,
distribution for the ten binary-black-hole observations in O1 and O2 [2].

shape of the prior. Furthermore, even though we know all of the parametersa
priori, it is impossible to determine whether precession will be observable without
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generating the waveform and performing the parameter recovery.

The precession SNR solves these problems. A value of > 2:1 tells us immedi-
ately that there is evidence of observable precession. Most signi cantly, the expected
precession SNR ,, (red lines on the middle plot) can be calculated directly from the
signal parameters; no detailed parameter estimation analysis is necessary. Thus,
for the rst time, we are able to identify immediately whether precession would be
measurable in a given con guration. We see in Fig. 3.1 that for each inclination,
the true value for , lies within the recovered 90% credible interval however the
posterior is not centred around the true value. This is due to selection and prior
e ects. In chapter 4, we investigate these selection e ects as well as providing a
detailed exploration of the observability of precession over the parameter space of
masses, spins and binary orientation.

Fig. 3.1 also shows the distribution of , for the BBH merger signals that were
observed in the aLIGO and AdV O1 and O2 runs [2]. No evidence of precession
was found in these signals [74], as is made clear from the recovery of. There are
several cases where the distribution extends to higher values, but the median never
exceeds the 2.1 threshold. These results demonstrate the e cacy ofy,.

3.2 When will we observe precession?

We can use the observation of precession to distinguish di erent binary formation
scenarios. The precession SNR makes it straightforward to perform an in-depth
investigation of various models and identify the fraction of signals for which preces-
sion e ects will be observable. Such a study was not previously possible, due to the
di culty in classifying observability of precession. Instead, limited investigations
of the parameter space have been performed [89], or inferences of the distributions
for the spin magnitudes and orientations obtained [144, 142], again with a limited
sample size.

We investigate nine astrophysically-motivated populations of black hole binaries,
comprised of three distributions of spin magnitude, and three distributions of spin
orientation for the individual black holes in the binary. The spin-magnitude distri-
butions are those used in Refs. [121, 146, 122w and high are triangular, peaked
either at zero or extremal spin, and at is a uniform distribution between zero and
one. The spin-orientation is characterized by the distribution for the angle between
each black hole's spin and the orbital angular momentum:aligned is a triangular dis-
tribution in cos , which peaks at 1 and can take values®5< cos < 1.0, ( . 30°;
precessingis triangular in cos peaked at 0, with values 0:15 < cos < 0:15,
(80°. . 1007; isotropic is uniform in cos between 1 and 1. For each popula-
tion, we generate 10 binaries with masses drawn from a power law mass distribution
with p(m1) / m %35 and p(my) uniform in m, between 5M and m; (as in [122]),
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3.2. When will we observe precession?

Aligned Isotropic Precessing

Low || 0.043| 0.644| 0.151| 0.194 | 0.173| 0.150
Flat || 0.077| 0.448| 0.276| 0.040| 0.327| 0.019
High || 0.105| 0.331| 0.354| 0.013| 0.412| 0.005

Table 3.1: The probability of observing precession, , > 3, for an observed binary
(white) from each spin distribution and the probability of not observing precession
in 10 random draws (grey) from each spin distribution.

and distributed uniformly in volume and binary orientation.

Table 3.1 shows the probability of observing precession in a single event drawn
from each of the nine populations, observed with O2 sensitivity while assuming that
the PSD corresponds to the special case of the zero realisation from this process,
this can also be thought of as the mean PSD of in nite draws from the underlying
process. This noise realisation is often referred to as aero noise realisation. For
this study, we use the higher threshold of , > 3, corresponding to a 1% false rate,
to indicate strong evidence for observed precession. When observing a population
of events, the number of events exceeding this threshold when there is no precession
in the system remains low?

As expected, we are most likely to observe precession when the black holes have
high spins that lie preferentially in the orbital plane 2 (high-precessingcon gura-
tions) and least likely for black holes with low spins, or with spins preferentially
aligned with the orbital angular momentum (low-aligned con gurations). Given
that precession has not been observed in GW detections to date, we are able to
restrict the spin distribution. Table 3.1 shows the probability of detecting ten sig-
nals with no observable precession from each of the nine spin distributions. Based
on precession measurements alone, we strongly disfavour altecessingdistributions.
Although these are already considered astrophysically unlikely, there are models that
predict preferentially in-plane spins [124, 125]. We also disfavouisotropic spins with
at or high magnitudes. Thus, the lack of observed precession points towards low
spins, or spins preferentially aligned with the orbital angular momentum.

Previous constraints on spins have primarily been provided by considering the
measurable aligned-spin component [121, 146, 122, 2] and provide strong evidence
against all but low aligned or iostropic distributions, with low isotropic spins pre-
ferred. Combining the aligned spin and precession results will further restrict the
spin distribution consistent with GW observations, and will likely require spin mag-

1 As our analysis assumes zero noise, the fraction of binaries with observable precession will be
slightly underestimated. At a threshold of , > 2:1, the e ect would be signi cant while at a
threshold of , > 3, the di erence is small.

2We note here than under many astrophysical models these systems are thought to be unusual,
especially by the time that they would be observable in the current LIGO/VIRGO frequency ranges.
There are however some models such as triples [124] where one might expect these high in-plane
spins
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Figure 3.2: The distribution of |, and q for observable binaries (grey), and those
with measurable precession (blue), assuming a low isotropic spin distribution. is
the inclination angle folded to [0; =2]. The y-axis labels the number of observed
events in each bin, out of 18 simulated signals with low isotropic spins.

nitudes even smaller than ourlow distribution (see also Ref. [74]).

3.3 Where will we observe precession?

We are able to identify, for the rst time, the regions of parameter space that lead to
signals with observable precession. In Fig. 3.2, we show the expected distribution of
the precessing spin p, binary orientation and mass ratioq for observable binaries
and binaries with observable precession,, > 3, assuming dow isotropic distribution

of spins. We identify clear regions of the parameter space where precession is more
likely to be observed: large values of ,, binaries that are close to edge-on, > 45,
and systems with high mass ratio. Regions where the chance of observing precession
is close to zero include binaries with , < 0:2 or where the total angular momentum

is within 20° of the line of sight. These results are consistent with expectations
based upon smaller studies using detailed parameter estimation techniques [89]. We
also note that most observations of precession will be in comparable-mass binaries,
i.e., g 2. This is a surprising, new result. It is well known that precession is
more easily measured at higher mass ratios [62], which is con rmed by our study:
precession is observed ik 12% of detections withq < 2, but >35% forq > 2.
However, with  90% of observations expected to have < 2, these low mass ratio
observations vastly outnumber the higher-mass-ratio observations. This means that
despite the probability for any single precession observation being lower for smaller
mass ratios, as a population the many low probability observations will in aggregate
produce more observations of measurable precession than higher mass ratio events (of
which we expect considerably fewer). In this study we nd that 75% of precession
observations will come from detections of binaries withg < 2.
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3.4 Discussion:

In this letter we have used a simple method to identify when precession is measurable
in a compact binary GW signal. The gravitational waveform is well approximated by
the rst two harmonics in a power series expansion in the tangent of the half-opening
angle [3], and the unambiguous observation of precession requires the identi cation
of both of these harmonics in the data. The precession SNRy is a simple measure
of this observability. We have demonstrated the e cacy of , through parameter
estimation studies and also provided the distributions of , for the aLIGO-AdV ob-
servations to date. Using our de nition of precession SNR, we have identi ed how
often precession will be observed for a variety of potential astrophysical spin distribu-
tions. For the most likely distribution, based on current observations (low-aligned)
there is a 83% chance that precession will be measured after40 observations, and
is therefore likely to be observed during the current third aLIGO-AdV observing
run (O3). The non-measurement of precession by the end of O3 would place much
stronger constraints on spin orientations and magnitudes.

The precession SNR has many applications. Most immediately, it allows us to
determine the measurability of precession in a systemwithout performing computa-
tionally expensive parameter estimation This allows us to, e.g., easily fold precession
information into population analyses of black-hole binaries. In future work, we will
explore whether the value of , can be used to predict the measured p, distribution.
The precessing SNR also gives us a simple way to identify regions of the parameter
space where precession is important, a hecessary rst step in extending existing GW
searches to explicitly use precessing waveforms [103].
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Chapter 4

ldentifying where precession is
Measurable

4.1 Introduction

In September 2015, the rst direct detection of gravitational-waves (GWs) marked
the beginning of GW astronomy [116]. Another 14 detections have been announced
by the LIGO Scienti ¢ and Virgo collaborations (LVC), the vast majority of which
were due to black-hole (BH) mergers [2, 154, 1, 155, 156, 157]. Additional events have
also been reported by independent groups [158, 159, 160, 161]. These GW observa-
tions have already provided signi cant insights into gravitational physics, cosmology,
astronomy, nuclear physics and fundamental physics (see e.g. Refs. [162, 163, 164,
165, 166, 167, 168, 74]). With an order of magnitude more observations expected
over the next 5-10 years, as the sensitivities of the LIGO [169, 151], Virgo [21] and
KAGRA [170] detectors improve and additional detectors come online, GW astron-
omy from compact-binary mergers has the potential to transform our understanding
of gravitational and fundamental physics [171, 172, 173].

Everything we learn from GW binary-black-hole (BBH) observations is a con-
sequence of a detailed parameter estimation analysis that extracts the source pa-
rameters of the binary. While some parameters are extracted with good precision,
inspiral dominanted signals show strong correlations between certain parameters
which means that they cannot be measured so accurately, for example correlations
between the binary's distance and inclination [105, 174, 83], the two masses [105, 76],
and the mass-ratio and spin components aligned to the binary's orbital angular mo-
mentum [76, 79, 175, 176]. As well as studies of the inspiral, work has been done
to extract the source properties for high mass signals dominated by the merger
ringdown, see e.g. [177, 178, 91, 179].

Spin components misaligned with the binary's orbital angular momentum, leading
to a precession of the binary's orbital plane and hence modulations of the ampli-
tude and phase, have not yet been unambiguously measured in GW observations [2],
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see Fig. 3.1. Precession e ects and correlations with other parameters are under-
stood in principle [62, 71] but since theoretical signal models of precessing binaries
that include the merger and ringdown date from only shortly before the rst detec-
tions [84, 180], we have less experience of when precession will be measurable, and
what the impact will be on other parameter measurements.

The purpose of this chapter is to explore when precession will be measurable,
and its impact on other parameter measurements, in the kind of con gurations
that are representative of expectations from binary populations based on LIGO-
Virgo-KAGRA observations to date [2]. By utilizing the precession signal-to-noise
ratio (SNR) , [3, 123] as a quanti er for the measurability of precession, we also
verify that |, is indeed a good metric for the measurability of precession across
the vast majority of the parameter space, and relate it to the standard means to
identify the presence of precession, the Bayes factor. In doing so, we show that
computationally expensive parameter estimation runs can be avoided by simply
calculating the precession SNR.

Previous work has explored the general phenomenology of precession e ects:
its increased measurability with large in-plane spins [181, 77, 182], large mass ra-
tios [181, 77], high inclination [62, 97, 183, 184, 123, 91], and of course high SNR [181,
77, 185]. Beyond these general expectations, thguantitative behaviour of parameter
measurements in the presence of precession has not been studied in great detail for
typical LIGO-Virgo-KAGRA observations. The measurability of precession for high
mass ratio LIGO-Virgo-KAGRA observations like GW190814 has been investigated
in recent work [186].

In this chapter, we focus on the region of parameter space most likely to yield
binaries with observable precession: binaries of comparable mass, with moderate in-
plane and aligned-spin components [123]. We perform a series of one-dimensional
investigations of the parameter space, in which we vary one parameter at a time:
total mass, mass ratio, spins (both in-plane as characterized by ,, and the aligned
spin combination ¢ ), the binary orientation (both the inclination of the orbit and
also binary polarization), and the sky location and show the impact of varying each of
the binary parameters individually. These investigations serve to con rm that much
of the known phenomenology is apparent even at relatively low SNR, while also
demonstrating that the precession SNR can be e ectively used across a signi cant
fraction of the parameter space topredict the observable consequences of precession
without the need for computationally costly parameter estimation analyses.

This chapter is structured as follows: Sec. 4.2 provides an introduction to the pa-
rameter estimation techniques used here, and parameter estimation results and inter-
pretation for our ducial system. In Sec. 4.3 we perform a series of one-dimensional
explorations of the parameter space. In Sec. 4.6 we compare the predicted precession
SNR with observations and in Sec. 4.5 we compare precession SNR with the Bayes
factors between precessing and non-precessing runs. We conclude with a summary
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and discussion of future directions.

a Observability of precession

The strength of the modulations in the GW signal depend primarily on the opening
angle, , and this is re ected in the expansion parameterb in the two-harmonic
approximation; the precession frequency also plays a role. The strength of the
modulations in the observedsignal also depend on the binary's inclination to the
observer, jn, and the detector polarisation , and these are all incorporated into
the precession SNR , through Egs. (2.33) and (2.39). From these we can draw
immediate conclusions about the scenarios in which precession will be most easily
measured. These observations are in general not new (see, as always, the pioneering
discussions in Refs. [62, 71]), but we summarise them here and, where salient, present
them in terms of the two harmonic formalism, which highlights the insights and
intuition that are simpli ed in this formulation. We then compare these expectations
with the quantitative results that we nd in our full parameter estimation study.

Our rst basic picture of the strength of precession e ects comes from Eq. (2.2),
which gives the dominant e ect on  during the inspiral. If we rst consider cases
where the spin is entirely in the orbital plane, i.e., §; = 0, we see that the opening
angle will be zero if S, = 0 (as we would expect), and increases linearly for
small S, . The opening angle also increases as decreases, i.e., as the mass ratio is
increased. Eq. (2.2) is no longer accurate near merger, and for equal-mass systems

does not become large, but for large mass ratios the opening angle can approach
90 .

If we now consider non-zerds;, we see that the level of precession will be reduced
for systems with a positive aligned-spin component, and will be increased for systems
with a negative aligned-spin component. The importance of this e ect will depend
on the other terms, but we can see that for a high-mass-ratio system where is very
small, and close to merger, saM is also small, the aligned-spin component will
have a strong e ect on , and therefore the measurability of precession. A negative
Sj is necessary to achieve > 90, and for large mass-ratio systems near merger
(small and rM ) and large negative S;;, can approach 180, but such systems
will be rare.

The measurability of precession also depends on the orientation of the binary
with respect to the detector, jy. As we see in Eq. (2.33), precession e ects will be
minimal if j;y 0 or 180, i.e., the observer views the system from the direction of
3. We expect precession to be strongest in the observed waveform for orientations
closeto jn 90 . Additionally, when the detector, or network is primarily sensitive
to the  polarization, precession e ects will be more signi cant. The amplitude of
the k = 1 harmonic vanishes in the + polarization for both face on ;y =0 and
180 and edge-on yy =90 systems, while the polarization is maximal for edge-
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on systems. Additionally, the polarization for the k = 0 harmonic vanishes for
edge on systems, while the + polarization is only reduced by a factor of two. Thus,
even whenb is small, there can be observable precession when the system is close
to edge on and the network is preferentially sensitive to the polarization. For a
given choice of masses and spins, the maximum precession SNR js= = 2.

4.2 Parameter Estimation Results

a Standard con guration

We begin by describing the results of the parameter recovery routine for a speci c
simulated signal. The details of the signal are given in Tab. 4.1. These parameters
were chosen so that precession e ects would be signi cant in the observed waveform
while still being consistent with the observed population of BBHs. In the following
sections, we vary over the parameters of the signal one-by-one to investigate the
impact of each parameter on the observability of precession and the accuracy of
parameter recovery. For each parameter, we are able to both increase and decrease
the signi cance of precession.

Using the rst, second and third observing runs [57] to infer the mass for distri-
bution of the BBHs observed in the it is predicted that 90% of detected binaries will
have mass ratiosq < 4 and 97% of BHs in these binaries will have masses less
than 45M [59]. Our \standard" simulated signal was chosen to have total mass
M =40M and mass ratioq = 2 inclined at an angle of jy = 60°. This corresponds
to component masses of 26M and 133M . This mass ratio and inclination was
chosen to increase the observability of precession.

Of the 50 events reported by the LIGO/Virgo, 13 exclude the aligned-spin mea-
sure ¢ = 0 at 90% con dence [187, 2, 57]. The other 37 observations peak at
e =02, 57]. Based on this, studies have shown that it is likely BHs in binaries
have low spin magnitudes [74, 121, 122, 123]. For this reason, in our standard con-
guration the BH spins were chosen such that there is zero spin aligned with the

binary's orbital angular momentum, . = 0. We introduce precession by giving the
more massive BH a spin of & in-plane and leaving the second BH with zero spin;
two-spin e ects are generally far weaker than the dominant precession e ect, which
exhibits the same phenomenology as a single-spin system [188, 110]. From Eq. (2.5)
we see that this gives us a system with , = 0:4. The opening angle for the binary
when the signal enters the detector's sensitivity band is 10 and the average value
of the parameterb=tan( =2) isb=0:11, from Eq . (2.27). The signal is simulated
using the IMRPhenomPv2 waveform model that incorporates precession e ects, but
not higher harmonics ( > 2) in the signal [84, 189].

Our \standard" simulated signal was chosen to be more favourable to preces-
sion measurements than typical LIGO-Virgo observations. Assuming systems are
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distributed uniformly in binary orientation, masses drawn from a power law distri-
bution and spins drawn from a low isotropic distribution (see Ref. [123] for details),
we expect that 4 in every 100 binaries detected by LIGO-Virgo will be inclined at
angles greater than 60 and haveb > 0:11.

The sky location of the binary was chosen to have RA = 188 rad; DEC = 1:19rad
(we investigate the e ect of this choice in 4.4 ¢). The coalescence time i$ =
1186741861 GPS (corresponding to the merger time of GW170814 [190]). The po-
larization angle, de ned by the orientation of the orbital plane when entering the
sensitive band at 20Hz, is = 40°. The two harmonic approximation is calculated
in the J-aligned frame (2 = 3). In this frame, the polarization angle is ; = 120°,
which gives antenna factors for H1 ofF, = 0:34 and F = 0:53 and for L1 of
F. = 045andF = 0:30, thus both detectors are roughly equally sensitive to
the two GW polarizations.

We injected the signals into zero noise. The zero-noise analysis results will be
similar to those obtained from the average results of multiple identical injections in
di erent Gaussian noise realisations. The simulated signal is recovered using the
LIGO Livingston and Hanford detectors with sensitivities matching those achieved
in the second observing run (O2) [2]. A low frequency cut-o of 20Hz was used for
likelihood evaluations, this frequency is also used as the reference frequency when
de ning all frequency dependent parameters such as;y . Both the LIGO Livingston
and Hanford sensitivities improved prior to the third observing run (O3) [191] and
are expected to improve further prior to the fourth observing run (O4) [192]. The
results presented in this work are unlikely to be a ected signi cantly by these changes
and therefore we expect the main conclusions to be valid for O4 and beyond.

The SNR of the signal is xed to be 20, corresponding to a moderately loud signal
for aLIGO and AdV observations [192]. This sets the distance tod. = 223 Mpc.
The simulated SNR in the two detectors is 16.2 in L1 and 11.7 in H1. The simulated
precession SNR in each of the detectors is 3.7 and 3.4 respectively, giving a network
precession SNR of 5.0. Thus, we expect that precession will be clearly observable in
this signal.

b Parameter Estimation Techniques

We will adopt a parameter estimation methodology that uses matched ltering with
phenomenological gravitational waveforms and Markov Chain Monte Carlo (MCMC)
techniques to sample the posterior.

We begin by introducing the matched lItering formalisation for parameter esti-
mation. We assume that the time series received from the GW detectors can be
decomposed as a sum of the GW signah(t), plus noise, n(t), which is assumed
stationary and Gaussian with zero mean,

d(t) = h(t) + n(t): (4.1)
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Under the assumption of Gaussian noise, the probability of observing datal given a
signalh( ) parameterised by = f 1; »2;:; N0, otherwise known as the likelihood,
is [27],

p(dj )/ =exp %m h( )id h( )i (4.2)

wherehajbi denotes the inner product between two waveforms and band is de ned
asin Eq. 1.9

The posterior probability density function (PDF) can then be computed through
a simple application of Bayes' theorem,

o jd) = p(;'(”é)o")
. (4.3)
I p()exp St h()jd ()i

where p( jd) is the posterior Igistribution for the parameters , p( ) is the prior
probability dist&ibution where p( )d =1, and p(d) is the marginalised likelihood

wherep(d) = p( i)p(dj i)d ;. Posterior distributions for speci ¢ parameters can
then be found by marginalising over all other parameters,
Z
p( ijd)= p( jd)d 1::d i 1d jep:d N (4.4)

In the idealised situation of zero noise, Eg. (4.2) has a maximum ah( ) = h( o).
However, as can be seen in Eq. (4.3) the posterior also includes priors, this means
that, as well as e ects due to noise, certain priors may cause the maxima to be
de ected away from h( ) = h( o). This would then lead to Eq. (4.4) recovering a
biased posterior. In this work, we consider the e ect of three closely related priors,

" Global: the prior used during the parameter estimation analysis. This re ects
our prior belief before observing any data,

Conditioned: the global prior conditioned upon the posterior distributions of
other parameters from the same analysis. For example sincee and , are
correlated, any informative measurement of ¢ restricts the range of plausible
values for , and therefore modi es our prior beliefs about ,. The most simple
case of this would be if the z components of spin for both black boles were
1 (the maximum value for spin in a black hole) then we know there can be
no in-plane spin components for those black holes and as such our prior belief
conditioned on a measurement of ¢ is that , = 0.This prior has been used
in previous LVC publications, see e.g. [2],

Informed: the global prior conditioned upon the posterior distributions from
a di erent analysis. Here, we use this to inform our expectations of the degree
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Simulated Median maxL

Precessing| Non-Precessing  Precessing| Non-Precessing Precessing
Total mass M=M 400 40" 40", 40:161 40507
Chirp mass M =M 16.22 16503 16393 16:459 16113
Mass ratio 2:0 1.8'%3 1:9%7 1:895 2191
Inclination angle jy = 60:0 1102, 1202 30.0 400
Precession phase j_ = 450 { 200" { 80:0
E ective aligned spin, 0:0 0:0449;0%9 0:005'%:3%8 0:06 0:011
E ective precessing spin, p 0:4 { 0:5'93 { 0.554
Right ascension RA=rad 1:88 3% 3%, 1.418 1325
Declination DEC=rad 1:19 0:249 0:2"49 1:229 1221
Luminosity distance d =Mpc 223 500" 4009 451834 372706
Network SNR 20:0 19397 197792 1952 19936
Precessing SNR 5.05 { 4*2 { 4:649

Table 4.1: Table showing the simulated and inferred parameters for the \stan-
dard" injection when recovered by a non-precessingliMRPhenomD and a precessing
(IMRPhenomPv2) waveform model. We report the median values along with the
90% symmetric credible intervals and the maximum likelihood (maxL) value.

of precession given the results from a non-precessing analysis. See Section 4.6
for detalils.

c Parameter recovery

We performed parameter estimation on the signal using theLALInference  [52]

and LALSimulation libraries within LALSuite [193]. Parameter recovery was
performed with the IMRPhenomPv2 model [189, 84], which matches the simulated
signal to remove any systematic error caused by waveform uncertainty, and the
corresponding IMRPhenomD aligned-spin waveform model [108, 107], which does
not include any precession e ects. Additionally, all analyses used exactly the same
priors as those used in the LIGO-Virgo discovery papers, for details, see Appendix
B.1 of [2]. All post-processing was handled by the?PESummarypython package[153].

Tab. 4.1 summarises the key results for the standard con guration. All uncer-
tainties are the 90% symmetric credible intervals.

We begin by comparing the overall di erences between parameter recovery with
the precessingMRPhenomPv2, and non-precessing]MRPhenomD runs. From the
table, we see that the maximum likelihood SNR for the non-precessing model is,
as expected, lower than for the precessing waveforms. This can be easily under-
stood from the two-harmonic approximation. Since the precessing waveform is well
approximated by the sum of two non-precessing harmonics, we would expect the
non-precessing recovery to accurately recover the more signi cant of these two. If
that were the case, the we would expect that,

5 2 5 (4.5)

and this is indeed the case, asp =19:52, = 19:94 and the recovered power in the
second harmonic is , = 4:6. Furthermore, we see that the recovered waveforms con-
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Figure 4.1: Comparison of the simulated precessing (green), non-precessing maxi-
mum likelihood (red), precessing maximum likelihood (black) and dominant precess-
ing harmonic (blue) waveforms as a function of frequency. Waveforms are projected
onto the LIGO Hanford detector.

rm this expectation: the recovered waveform when we include precession matches
well with the simulated signal, while the non-precessing run recovers a waveform
that matches the dominant harmonic, as show in Fig. 4.1.

We rst consider the accuracy with which the masses and (aligned) spins are
recovered. As expected, the chirp mass of the system is well recovered, in that it
matches the simulated value with only a 2% uncertainty, which remains constant for
both precessing and non-precessing runs. As is well known, there is a degeneracy
between mass-ratio and spin, particularly during the inspiral part of the waveform
[76, 79, 175, 176], which leads to signi cant uncertainty in both parameters. In
Fig. 4.2 we show the recovery of the mass ratio and spin, for both precessing and
non-precessing runs. When the model used to recover includes precession e ects, the
peak of the posteriors is located close to the simulated value ¢ =0 and q=2:0)
and, while the degeneracy leads to signi cant uncertainty in both parameters, the
mass-ratio distribution is clearly peaked away fromq = 1. Interestingly, when we
recover with a non-precessing waveform model, the inferredligned spin component
is systematically o set, with a peak at ¢ 0:05. This can be understood by
recalling that precession induces a secular drift in the phase evolution of the binary,
and this can be mimicked by a change in the value of the aligned spin [62, 3].
This discrepancy has not been seen in LIGO/Virgo observations [2] as we have not
observed any systems with signi cant , (see Fig. 3.1). We investigate this further
in Sec. b, where we study the e ect of varying the mass ratio.

For non-precessing binaries, it is generally not possible to accurately recover the
distance and orientation of the source, due to a well known degeneracy (see e.g.,
Ref. [83] for details), although the observation of higher signal harmonics can break
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Figure 4.2: 2d contour comparingg{ ¢ (left) and distance{inclination (right) de-
generacies when precession e ects are included. Contours show the 90% con dence
interval. Bounded two-dimensional kernel density estimates (KDEs) are used for
estimating the joint probability density. The black circle indicates the simulated
values.

this degeneracy through an independent measurement of the source inclination [105,
83, 194]. Similarly, the observation of precession can break this degeneracy [195].
Precession causes an oscillation of the orbital plane leading to a time-dependence of
the orientation of the orbital plane relative to the line of sight. Equivalently, in the
two-harmonic picture, precession leads to the observation of a second harmonic and,
consequently, additional constraints on the binary orientation as the amplitudes of
the harmonics depend upon the viewing angle. In Fig. 4.2, we show the inferred two-
dimensional distance and inclination posteriors for the precessing and non-precessing
runs. As expected, the precessing run constrains the source to be away from face-on,
while the non-precessing run simply returns the prior. However, even with observable
precession, the simulated distance and orientation are not accurately recovered |

a signi cant fraction of the posterior support is for a system at a greater distance
and oriented closer to face-on. We will see how these measurements improve with
stronger precession in Sec. a.

The sky location of the source is not well recovered. The analysis was performed
with only the two LIGO detectors, and therefore we expect to recover the source
restricted to a ring on the sky, which corresponds to a xed time delay between the
detectors [78, 81]. The location along the ring cannot be well constrained and, as
expected the inferred location is preferentially associated with sky positions where
the detector network is more sensitive. Thus, while the simulated sky location is
within the 90% region, it is not at or close to the peak. This impacts the recovery
of the distance, with the signal being recovered at larger distances, although the
simulated distance remains within the 90% range. In Section ¢, we show results
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from a set of runs with varying sky location, and verify that at sky locations where
the network is more sensitive, the distance posterior is more consistent with the
simulated value.

Figure 4.3: A corner plot showing the recovered values of binary orientation jy ,
precessing spin p, precession phase ;. and precession SNR ,. Shading shows
the 1 ,3 and 5 condence intervals. Black dots show the simulated values. The
grey histograms show theinformed prior, see Sec. 4.6. There is a clear correlation
between the binary orientation and inferred precession spin, with signals which are
close to face on (cos 1) having larger values of precessing spin, while those
which are more inclined having less precessing spin. The precession SNR only weakly
correlated with .

Lastly, we turn to measurement of precession. In Fig. 4.3 we show the recovered
distributions for binary orientation, N, precessing spin p, initial precession phase,
JL, and precession SNR, . There is a clear correlation between the inferred
orientation and , with binaries that are more inclined having lower values of .
Neither of these quantities are directly observable, it is only the amount of observable
precession in the system, encoded by, that can be measured. Thus the orientation
and spin must combine to give the right amount of power in precession, and we see
that this is the case | there is little correlation between the recovered values of
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p and the precessing spin ,. The inferred value of the precessing spin , and
precession SNR , are both consistent with the simulated values. Speci cally, the
signal has = 0:4 and this is consistent with the recovered value, although the
posterior distribution is broad, with support over essentially the entire range from
0 to 1. The precession SNR peaks well away from zero, giving clear indication of
precession in the system. However, the peak of the distribution occurs at 3.5, while
the simulated value is 5.0. We have deliberately chosen an event with signi cant
observable precession. Only a small fraction of the parameter-space volume leads
to such signi cant precession as shown by thanformed prior on Fig. 4.3. This is
calculated by estimating the allowed values of , conditioned on the measurements
from a non-precessing analysis. See Sec. 4.6 for further details.

The precession phase, ;. , while not measured with great accuracy, does show
two peaks, which are consistent with the simulated value of 45(0:8 rad). The pre-
cession phase can be inferred from the relative phase of the two precessing harmonics
using Eq. (2.33), provided the binary orientation is well measured. There is a clear
dependence with the binary orientation: if ;5 < 90°then the peakisin j;_ atthe
simulated value and if it is greater then ;_ is o set by 180°, to compensate for the
change in sign of the cos;y terms in Eq. (2.33).

4.3 Impact of Varying Parameters

We now look at the e ect of varying individual parameters one at a time on the
recovered posteriors, in particular focusing on the measurement of precession as
described by the posterior distributions of ,and . All subsequent one-dimensional
investigations of the parameter space maintain a constant SNR (except for Sec.a
where the e ect of the SNR is investigated). This is achieved by varying the distance
to the source.

Primary results presented in this section will be displayed in the form of violin
plots. We show the |, posterior distribution (left hand side, colored) compared
to the global prior (right hand side, white) unless otherwise stated. We show the

p posterior distribution as a single violin. Horizontal grey lines show the 90%
symmetric credible interval. Horizontal red lines show the simulated value. A solid
black line corresponds to the , = 2:1 threshold. Bounded kernel density estimates
(KDEs)are used for estimating the probability density. We use the same 2d contour
plots and multi-dimensional corner plots as described in Sec. c. Plots were generated
with the PESummary [153] python package.

a In-plane spin components

We rst look at the e ect of varying the amount of precession in the system, varying
p from 0 to 1 in steps of 0.25. At , = 1 we have maximal spin, all in the plane
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Figure 4.4: Violin plots showing the recovered posterior distributions distributions
for , compared to its prior (left) and | (right). Distributions are plotted for varying
p- Parameters other than , match the \standard injection” (see Table 4.1)

of the binary. The inferred values of precessing spin and precession SNR are shown
in Fig. 4.4. We observe, as expected, that increasing the in-plane spin leads to an
increase in the magnitude of precession e ects observable in the system. With zero
precessing spin, there is no evidence for precession in the system; the recovergds
consistent with zero'. Similarly, there is no support for signi cant precession SNR,
with , constrained near zero. As | increases, the amount of precession in the
system grows and the measurement of , becomes both more accurate and more
precise. Fig. 4.4 shows the relationship between, and p, and a larger value for ,
enables a better measurement for .

Fig. 4.5 shows how the inferred mass ratio{aligned spin and distance{orientation
contours change as the magnitude of the in-plane spins change. When there is
no observable precession in the system, there is a clear degeneracy in both cases.
However, as precession e ects become stronger the degeneracy between both pairs
of parameters is broken. If , is small then this can be explained by both a small
amount of precession observed at almost any inclination angle, or a large, observed
close to face on, as seen in Fig. 4.3. Since precession e ects are not strong enough
to provide an accurate measurement of the orientation, the degeneracy between
distance and j;n persists. When , clearly excludes small values, there isio support
for close to face-on signals, allowing a more precise measurement of the inclination
angle ;N , breaking the degeneracy with distance.

Stronger precession also allows for improved measurement of the mass ratio. The
opening angle , and consequently the precession parametdy, increases as the mass-
ratio is increased, as can be seen from Eq. (2.2). Thus, when strong precession e ects
are observed, the signal is inconsistent with an equal mass system. In addition, the
di erence in frequency between the two leading precession harmonics depends upon
the mass-ratio [3], and this may also improve our measurement aff. This can also

"We do not expect the |, posterior to contain , = 0 as there is no prior support there, however
the posterior is relatively well constrained at low precession.
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Figure 4.5: Two dimensional posteriors for (left) mass ratio and aligned spin, ¢ ,

(right) binary orientation and distance. Contours show the 90% con dence interval.

Bounded two-dimensional KDEs are used for estimating the joint probability den-

sity. The black circle with corresponding horizontal and vertical lines indicates the

simulated values. For the simulated distance, a solid horizontal band indicates the
maximum and minimum simulated values.

be seen from the precession dynamics, where the precession rateLofiround J,
depends the mass ratio, and the number of observable precession cycles corresponds
to improved accuracy in the measurement of the mass ratio [92].

As , is increased, the peak of the recovered distribution is closer to the
simulated value. This is likely due to a better measurement of the binary orientation
as shown in Fig. 4.5.

b Inclination

It is well known that the inclination angle will a ect our ability to measure preces-
sion. In particular, from Eq. (2.33) we see that in the two-harmonic approximation
the second harmonic vanishes whenj;y =0 or 180 : In this section we consider the
e ect of changing the orientation of our standard con guration, which allows us to
quantify how it will manifest in realistic LIGO-Virgo signals. A related study has
looked at the e ect at higher mass ratios [186].

The e ect of varying ;v is shown in Fig. 4.6. For binaries where the total
angular momentum is nearly aligned with the line of sight, precession e ects are not
observable, as is clear from both the , and |, posteriors. It is not until ;v  40°
that we begin to be able to see that the median value for , is larger than 2.1
which is the 90% value for the 2 distribution. For 90% of the probability density
to be larger than 2.1, we need inclinations around 79 this is then however a very
stringent threshold for detection. Although the accuracy of the measurement clearly
improves as we increase jy, the uncertainty in the measurement of , remains
large and even at j;y = 90° the posterior is very broad. This can be understood
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Figure 4.6: Violin plots showing the recovered posterior distributions distributions
for , compared to its prior (left) and | (right). Distributions are plotted for varying
Jn - Parameters other than ;5 match the \standard injection” (see Table 4.1)

by considering the degeneracies shown in Fig. 4.3 for the standard signal and in
Fig. 4.7 for the ;v = 90 signal. In both cases, the measured quantity, p, is
relatively well constrained but neither the binary orientation nor |, are accurately
measured. The observed precession is consistent with both a highly inclined system
with lower precessing spin (i.e., low , and large ;n) or by a less inclined system
with higher precessing spin (i.e., high , and small ;N ). Both of these will produce
similar observable e ects in the waveform.

This allows us to explain the measured posterior for . At low inclination the
posterior is consistent with small values of ,. While we are unable to rule out
large p, there is limited support as it would require the system to be observed very
close to face-on, otherwise precession e ects become signi cant. At large values of

Jn » When precession is clearly observable in the signal,;, = 0 is excluded but the
distribution remains broad and extends to , = 1.

c Total mass

We now vary the total mass of the system, keeping all other parameters including
mass ratio xed, in steps of 20M . As before, we keep the SNR of the system
constant at 20, so the higher mass systems are generated at a greater distance. The
inferred distributions for , and , are shown in Fig. 4.8.

As the total mass of the source increases, the length of the waveform decreases,
as does the number of precession cycles, with the number scaling approximately in-
versely to the total mass (see Eq. (45) of [62]). From the two-harmonic perspective,
a small number of precession cycles leads to a large overlap between the harmon-
ics. Specically, for the M = 100M system the overlap between the normalised
harmonics is Hiojfizi = 0:77, wherefi = h=jhj and the inner product is de ned in
Eq. (1.9). At M =20M , the harmonics are close to orthogonal withthgjfi;i = 0:15.
The opening angle doesn't change signi cantly, withb=0:14 at M = 20M and
b=0:21atM =100M
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Figure 4.7: A corner plot showing the recovered values of binary orientation jy ,
precessing spin , and precession SNR ,, for a system simulated at edge on. Shading
showsthe 1,3 and5 con dence intervals. Black dots show the simulated values,
We see the strong correlation between ;y and | re ecting the measurement of a
certain p

At lower masses,M  40M , while the precessing spin is not tightly constrained,
it is clearly restricted to be non-zero and the precession SNR has essentially no
support for , = 0. For the 60M and 80M mergers, the precessing spin is still
peaked close to the simulated value while , peaks above 2.1 showing evidence for
observable precession, although both, and | distributions do extend to zero.

For the high-mass system,M = 100M , the | posterior more closely matches
the prior and we are unable to exclude , = 0. The inferred | distribution peaks
close to zero, and is consistent with no precession, even though the precession SNR
in the simulated signal is similar to the lower mass signals. This is likely due to the
breakdown of the two-harmonic approximation for this short signal. In particular,
for a high-mass system, the power orthogonal to the leading harmonic will depend
sensitively upon the initial precession phase ;.. The fact that the recovered value
of p is inconsistent with the simulated value may be due to this fact: the value of

JjL =45 used in the simulation leads to maximal observable precession. Across the
full parameter space there are very few con gurations with signi cant precession, so
this observation is dis-favoured by our priors. We explore the prior e ects such as
this in detail in Sec. b.

d Polarization

The e ect of changing the relative sensitivity to the two GW polarizations is clear
from Eq. (2.33). Recalling that b=0:11 and ;y =60 , we can express (the ratio
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Figure 4.8: Violin plots showing the recovered posterior distributions distributions
for , compared to its prior (left) and |, (right). Distributions are plotted for
varying total mass. Parameters other than the total mass of the signal match the
\standard injection” (see Table 4.1)

Figure 4.9: Violin plots showing the recovered posterior distributions distributions
for , compared to its prior (left) and | (right). Distributions are plotted for varying
3. Parameters other than ; match the \standard injection" (see Table 4.1)

of the amplitudes of the two harmonics) as

F. +2iF

11=0:15 s —5aE

Thus, , and consequently the imprint of precession on the waveform, will be max-
imized when the detector network is primarily sensitive to the polarization and
minimized when the network is sensitive to the + polarization. We can investigate
this by varying the polarization angle of the simulated signal, in steps of 10 from
the \standard" value of 40°. At = 40°, the sensitivity to the two polarizations is
approximately equal, jF j5F+j =0:9. ltis largestfor =20°wherejF j5F.] =25
and smallest for = 60° wherejF j5F.j = 0:04. This leads to a variation in the
precession SNR from , 3to , 7.

In Fig. 4.9 we show the recovered posteriors for , and | for a set of runs where
the precession is varied. The precession SNR varies in accordance with expectation
| it is largest at = 20°, where the median of the posterior is at , = 6 and there
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is no support for non-precessing systems, and smallest at 6@vhere the posterior
extends down to , = 0. The amount of observable precesssion directly impacts the
inferred distribution for . Forthe = 60° signal, the posterior for , is consistent
with zero, or small in-plane spins, and large values are excluded. Meanwhile for

=20° p < 0:1is excluded while extremal in-plane spins are consistent with the
observation.

It is well known that precession leaves a stronger imprint upon the polarization.
However, we are not aware of previous results showing how simply changing the po-
larization of the system can so dramatically change the observable consequences of
precession | from being barely observable when the observed signal is primarily the
+ polarization to being strongly observed in . Using the two-harmonic approxi-
mation, we are able to straightforwardly predict this e ect and then verify it with
detailed parameter estimation studies.

4.4 Additional Results

In this section | present results from [141] which are relevant to the work but were
produced by other authors on the paper

a SNR

We now start with the ducial run con guration described above and vary the SNR
of the simulated signal.

In the strong-signal limit, where the likelihood surface can be well approximated
by a multivariate gaussian, it is well known that the accuracy with which parameters
can be measured is generally inversely proportional to the SNR [105, 76]. However,
this is not always the case due to, for example, degeneracies between parameters
(see Ref. [196] for a discussion of the limits of this approximation).

Fig. 4.10 shows that as the SNR of the simulated signal increases, the accuracy
and precision of the inferred [ posterior distribution improves. As expected the
width of the 90% credible interval decreases approximately linearly with increasing
SNR. The improvement in the | posterior distribution can be mapped to a linear
increase in .

When the simulated signal has low SNR ( = 10), the recovered [ posterior dis-
tribution resembles the prior, implying that there is no information about precession
in the data. For this case, , matches the expected distribution in the absence of any
measurable precession | a distribution with 2 degrees of freedom. As the SNR
increases ( = 20-30), the 5th percentile of the the , distribution is comparable or
greater than the , = 2:1 threshold. This maps to the |, posterior distribution re-
moving all support for near-zero , ( p. 0:1). For larger SNRs ( > 40), the entire

p distribution is greater than the 2.1 threshold. This implies signi cant power from
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Figure 4.10: Violin plots showing the recovered posterior distributions distributions
for , compared to its prior (left) and , compared to a non-central distribution
with 2 degrees of freedom and non-centrality equal to the median of the, distribu-
tion (right). Distributions are plotted for varying SNR. Parameters other than the
SNR of the signal match the \standard injection" (see Table 4.1).

Figure 4.11: Violin plots showing the recovered posterior distributions distributions
for , compared to its prior (left) and | (right). Distributions are plotted for varying
mass ratio. Parameters other than the mass ratio of the signal match the \standard
injection” (see Table 4.1).

precession. For these cases, we remove support for maximal precessign 1.

As expected we nd good agreement between, and a non-central distribution
with 2 degrees of freedom and non-centrality equal to the inferred power in the
second harmonic (median of the , distribution).

b Mass ratio and aligned spin

Fig. 4.11 shows how the inferred precessing spin and precession SNR varies with the
mass ratio of the system. As expected the mass ratio increases, an in-plane spin
on the larger BH leads to a larger opening angle and more signi cant precession
e ects. For near equal-mass systemsq(. 1:5), the inferred | posterior distribution
resembles its prior, and there is not signi cant power in precession, as shown by
the value of . As the mass ratio increases, the inferred power in precession also
increases and forg & 2:5, the 90% credible interval of the inferred | distribution is
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Figure 4.12: Violin plots showing the recovered posterior distributions distributions
for  compared to its prior conditioned on the . and mass ratio posterior distri-
butions (left) and | (right). Distributions are plotted for varying . . Parameters
other than the ¢ of the signal match the \standard injection” (see Table 4.1).

entirely above , =2:1. At this stage, precession is clearly identied and , 0Ois
clearly excluded. In addition, the maximum value of | is also bounded away from
maximal.

Fig. 4.12 shows how varying . aects our ability to measure precession. A
system with a large negative . results in a larger opening angle compared to an
equivalent system with a large positive ¢ . Thus, based upon Eg. (2.2), we expect
the observable impact of precession to be greater for negative values of, and
smaller for positive values. The results are consistent with this expectation, in that
the precession SNR decreases with increasing. and the width of the recovered

p distribution increases. However, for the = 0:4 analysis, we nd that the
range of , is restricted, with both , =0 and , =1 excluded. This is not due
to the measurement of precession, but is actually due to the measured non-zero
aligned-spin component.

A non-zero measurement of o forces < 1 as the primary and secondary spin
magnitudes must be less than unity. For example, in the ¢ = 0:4 analysis, we
measure ¢ = 0:38"%57. Under the single spin assumption, this limits , < 0:95.
Similarly, since we are using prior distributions that are uniform in spin magnitude
and orientation, the observation of a large aligned spin component leads to greater
support for a large in-plane spin component. This is shown in Fig. 4.13, where we
plot both the uninformed prior on the primary spin as well as the prior conditioned
on ¢ =0:4, which removes all support for , 0.

The , measurement for the ¢ = 0:27 and Q4 analyses are similar to the
conditional prior but do restrict the lower |, bound beyond prior e ects. Although
the distribution for |, does extend to zero, it still peaks above , = 2:1 indicating
some evidence, although not particularly strong, for precession.

As we vary the mass ratio and aligned spin, the length of the waveform will
change. In particular, the aligned spin and high mass ratio con gurations produce
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Figure 4.13: 2d contours showing the prior 90% credible interval over the primary
spin magnitude and spin direction parameter space. Blue shows the global prior and
red shows the global prior conditioned on the ¢ =0:4 mass ratio and  posterior
distributions

longer waveforms than those with anti-aligned spins and equal masses [197]. In
principle, this will impact the measurability of precession, as longer waveforms allow
for a greater number of precession cycles in the detectors' sensitive band. For very
short signals, with less than one precession cycle in band, the two leading harmonics
are no longer orthogonal (or even approximately so), which make it more challenging
to unambiguously identify the second harmonic. This is not an issue for the signals
considered here, but does become important when we vary the mass of the binary in
Section c. With a greater number of precession cycles, we will also be able to more
accurately measure the precession frequency (the frequency di erence between the
harmonics), which may improve the measurement of mass ratio [92]. However, it is
still the precession SNR that determines the observability of precession. Finally, we
note that changing the mass ratio and aligned spin will change the overall amplitude
of the waveform. Since our study is performed at axed SNR, this simply leads to
the signals being placed at a larger or smaller distance and therefore doesn't impact
the results presented here.

c Sky Location

We performed a series of runs where we altered the sky location of the signal,
keeping the masses and spins of the components xed. We also maintained the
binary orientation ;y = 60°, but varied the distance and polarization of the source
to ensure that the SNR remained constant and that the relative contribution of
the + and  polarizations was consistent with the standard run. Furthermore, sky
locations were restricted to those for which the relative time of arrival between the
Hanford and Livingston detectors remains the same (i.e., we were sampling from the
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Label | RA=rad DEC=rad = d_=MPc p | dL=MPc
A 0.31 0.92 320 370  5.02 4807,
B 0.80 115 345 320  5.09 4701,
C 1.31 1.22 10 280  5.11 45009
D 1.88 1.19 40 220  5.05 4307%)
E 6.11 0.21 40 310  5.09 440"

Table 4.2: Table showing the simulated parameters for the sky location set (see
Sec. ¢). All other parameters match the \standard injection” (see Table 4.1). The
recovered luminosity distance (far right column) is also shown.

Figure 4.14: Skymap showing the di erent simulated sky positions, see Table 4.2.
The solid lines show the 90% credible intervals and the markers show the simulated
sky position. Their respective colors matches their corresponding credible intervals.
We vary the distance and polarization of the source to ensure that the SNR remains
consistent with the standard injection in Table 4.1.

nearly degenerate ring on the sky of constant time delays). Details of the runs are
given in Tab. 4.2.

Table 4.2 shows that the inferred luminosity distance remains approximately con-
stant despite the simulated luminosity distance varying by almost a factor of two.
In addition, the recovered | distribution remains consistent with the \standard"
injection. Fig. 4.14 shows that the inferred sky position of the source remains essen-
tially unchanged, and consistent with locations of the detectors' greatest sensitivity.
We note here that for this study we only considered the two detector LIGO net-
work. Including VIRGO would likely have considerably improved the precision of
the inferred sky location. We do not expect that this would a ect any of the inferred
physical parameters or any of the main conclusions in this work.

4.5 Relating the precessing SNR to Bayes Factors

An alternative method for identifying evidence for precession can be calculated
within the Bayesian framework. We can calculate the Bayes factor,B, by com-
paring the marginalized likelihoods (see Eq. (4.3)) from two competing hypotheses
(A, B) [198],

INB =In p(da) Inp(ds): (4.6)
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Figure 4.15: Plot comparing the Bayes factor in favour of precession to the in-
ferred | distribution. Bayes factors were calculated by comparing the evidences
for a precessing analysis and a non-precessing analysis. The uncertainties on the
Bayes factors are calculated by taking the 90% con dence interval across multiple
LALInferenceNest  chains. The solid line uses the median of the , distribution.
The shading gives the 1 and 2 uncertainties on the , measurement. The solid
black lines shows the , = 2:1 threshold.

Bayes factors have thus far been the gold standard for identifying evidence for pre-
cession within the GW community and have been used extensively in previous works,
see e.g., Ref. [186].

In the same way that Bayes factors can be used to quantify evidence for preces-
sion, it is also possible to quantify the signi cance of a GW signal by calculating the
Bayes factor for signal verses noise [51]. It has been shown that the log Bayes factor
for signal versus noise scales approximately with? [199]. Here, we investigate the
relationship between the Bayes factor in favour of precession and the precession SNR

p- Both of these quantities have been used together in recent works when assessing
the evidence for observable precession [1, 155, 186]

For a subset of the runs described in Section. b, we reran the analysis using the
aligned-spin waveform modellMRPhenomD Bayes factors in favour of precession
could then be calculated and compared to the derived , posterior distributions.

Fig. 4.15 shows an approximately linear relationship between the log Bayes factor
(InBF) and the square of the precession SNR (,2)). This is expected given that the
likelihoods recovered from the precessing waveform model will be larger than the
likelihoods recovered from the aligned-spin waveform model by a factor of exp€=2).

The commonly used heuristic when assessing the strength of evidence using Bayes
factorsisthatl InBF 3 is marginal evidence and InBF> 3 is strong evidence in
favour of a hypothesis. From the line of best t in the plots above we conclude that
if 90% (50%) of the , posterior distribution is above the , = 2:1 threshold, this
corresponds to a InBF 3.5 (InBF  0:8) and is therefore very strong (marginal)
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evidence for precession. The posterior distribution on , can therefore be approx-
imately mapped to the commonly used InBF. We note here that the mapping,
although clearly linear, is relatively uncertain at the moment and all quantitative
maps contain a large amount of uncertainty. This uncertainty could be reduced by
including more runs in the analysis, however for computational reasons we avoided
multiple Bayes factor calculations. If one wantes to map them precisely then it
would be simple enough to increase the sample size, this would allow for precisely
assessing the strength of evidence for precession usingand would reduce the need
for additional parameter estimation runs using non-precessing models, which are
necessaryto compute the Bayes factor. This reduction in computational cost will
not be signi cant for a single event, but for population analyses and large scale PE
studies this alternative metric could be extremely useful.

4.6 Predicting the Precession SNR Posterior

For the majority of simulations presented in this chapter, the distribution for the
precession SNR, ,, has been peaked signi cantly below the simulated value, al-
though in nearly every case the simulated value does lie within the 90% con dence
region. While the naive expectation is that the recovered posterior will peak at the
simulated value, for complex parameter recovery where there are dependencies and
degeneracies between the di erent parameters, this is often not the case. We have
already seen that the distance is typically over-estimated in the simulations we have
performed | this is a well-known e ect and arises for two reasons, rst that the
network is less sensitive to sources from the chosen sky location than from other
locations consistent with the observed signal (as discussed in Sec. ¢), and second
that the signal was simulated signi cantly inclined from face-on, yet preferentially
recovered close to face-on (as discussed in Sec. b). Similarly, it seems likely that
the signals we have simulated have more signi cant precession e ects (deliberately,
as we wish to understand the observability of precession) than the vast majority of
possible sources. Thus, our conjecture is that the likelihood peaks at the simulated
value of  but the posterior distribution will be biased to recover a smaller value
owing to the much larger volume of parameter space consistent with low ,. To
demonstrate this, we calculate a prior distribution for |, which uses the information
gleaned from a non-precessing analysis to take into consideration the much larger
volume of parameter space consistent with low ,. We then show that when multi-
plying the likelihood by the prior, the predicted posterior for , agrees well with the
inferred posterior from a fully precessing parameter estimation analysis.

Let us rst show that the likelihood peaks at the simulated value of . The
two-harmonic approximation allows us to factorize the likelihood in Eq. (4.7) into
two terms: a non-precessing component (dependent ohg) np( ) and precessing
component (dependent onhy) (),
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p(di ) /7 exp %hj (Ao( )h°( )+ Az( )h*( )id  (Ao( )h°( )+ As( )h'( )i

I e o i A Wor in( )

exp At )i A e yjn )

I o) p( ) (4.7)

For simplicity we use the approximations that th%h'i = 0 and that h° is the dom-
inant harmonic, i.e., that the SNR in the h® harmonic is larger than in hl. The
calculation proceeds analogously whem?! is dominant, and can be extended to the
general case by replacindh! by its projection onto the space orthogonal toh®.

We can re-express the precessing contribution to the likelihood  in terms of the
precession SNR using Eqg. (2.39). To do so, we introduce,’Which is the simulated
value of ,, and p( ) which is the precession SNR for the set of parameters .
Furthermore, we de ne the simulated phase (as given in Eq. (2.32)) of the precession
harmonic as "1 and the phase associated with the parameters as 1( ). Following
the procedure described in, e.g. Ref. [200], we can rewrite the precession likelihood
as

oo )/ exp § 2() 2% p()cos('s  )+"F 1 (48)

In general, we have no prior knowledge of the precession phase, so it is natural to
assume a uniform prior on ;. We may then analytically marginalise ( p; 1) over
1 to obtain,

ZZ
p( p) / . p( p )p( 1)d 1 (4.9)
|
A2 2°
I 1o("p p)exp p; P

We therefore see that the precession likelihood peaks at,™ We may then calculate
the posterior distribution for |, using Bayes' Theorem,

P( pid) / P( p) p( p): (4.10)

where p( p) is the prior for the precession SNR.

Previously, in Ref. [3], we obtained a distribution for p( pjd) by maximising the
likelihood over A;. This is equivalent to assuming uniform priors for the real and
imaginary components of A1, and leads to a priorp( p) / . It follows from
Eq. 4.10 that this results in a 2 distribution with 2 degrees of freedom. Here,
we instead use a prior for  which is informed by the information obtained from
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a non-precessing analysis, we refer to this as theaformed prior. This informed
prior better represents our prior knowledge about , before explicitly accounting for
precession in our analysis.

The majority of parameters required to calculate the informed prior are already
given in the non-precessing results. The two exceptions are the amplitude of the
precessing spin , and the initial precession phase ; . As discussed in Section b,
we can obtain a prior for |, conditioned upon the other parameters, speci cally the
mass ratio and aligned spin ¢ , and this can be used to generate the informed prior
on p. The initial precession phase is unconstrained by the non-precessing parameter
recovery, this then allows us to assume it to be uniformly distributed. By calculating
the predicted posterior distribution for |, based upon a set of non-precessing samples,
we may examine the e ect of other measured parameters on the nal j, distribution.
For example, if the aligned-spin run favours a binary that is close to equal mass and
an orientation consistent with a face-on system, then our prior belief will be that the
precessing SNR will be low | it is only with unequal masses and systems misaligned
with the line of sight that there are signi cant precession e ects in the observed
waveform. A prior belief of , peaking at low values will cause the predicted |
to peak at values lower than the simulated one and consequently so too will the
inferred posterior distribution for | inferred from a full 15-dimensional parameter
estimation analysis.

a Precessing signal

We now apply this conjecture to a precessing signal by attempting topredict the
posterior distributions for . This allows us to investigate how much our recovered
posterior distributions may di er from the idealised case of a precession likelihood
function distributed about the simulated (true) value. In Fig. 4.16 we show the
results of this for the q = 4 simulation presented in Sec. b. This speci c simulation
was chosen since this case has the largest and corresponds to a simulation where
a non-precessing analysis is less justi ed. It is therefore a good case to show how the
combination of the informed prior and the additional likelihood from precession ,
correctly estimates the large p. In Fig. 4.17, we show how the predicted posterior
distribution compares to the inferred distribution over the full range of mass ratio
simulations presented in Sec. b.

In Fig. 4.16 we show this predicted distribution, the informed prior, the 2 like-
lihood function and the posterior distribution obtained from a full parameter esti-
mation analysis. By explicitly calculating the informed prior and likelihood terms
separately for ,, we can see the e ect of the prior on the , posterior. The prior
strongly disfavours large observable precession and therefore pulls the posterior to-
wards smaller values than the simulated value i.e. where the likelihood function
peaks.
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Figure 4.16: The predicted distribution for the precession SNR ,, (dashed orange)
calculated as the product of the precessing contribution to the likelihood (black
dotted line) and the informed prior of | (blue) for the q = 4 simulation presented
in Sec. b. For comparison, we show the inferred, posterior distribution from the full
15 dimensional parameter estimation analysis (solid orange) and, for the injection
(red line). The informed prior is peaked at low values of , causing the peak of the
posterior to be smaller than the maximum likelihood value.

Figure 4.17:  Violin plot comparing the observed , distribution (colored) from

a precessing analysis, and the predicted distribution (white) based on the aligned-
spin results and simulated value of , for the set of varying mass ratio simulations
presented in Sec. b. The predicted and observed distributions for precession SNR
are in good agreement, even though the , in the simulated signal (red lines) lies
above the peak of either distribution.
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Figure 4.18: Distribution of , in the absence of precession for the \standard in-
jection”. The inferred | distribution using the IMRPhenomPv2 approximant for
recovery is shown by the solid orange line. The dashed orange line shows the pre-
dicted distribution using samples collected from an aligned-spin analysis and setting
the simulated precession SNR to be 0. We also shows the? distribution used pre-
viously ([3]) as a red dashed line

In Fig. 4.17, we show a comparison between the predicted and measured,
distributions for the set of runs with varying mass ratio presented in Sec. b. When
we calculate the posterior, explicitly accounting for the parameter space weighting
encoded in the informed prior on ,, we nd good agreement between the predicted
and the inferred | distributions and note that neither predicted nor inferred are
centred around the true value for the set of signals that we have simulated. Of
course, if we were to draw signals uniformly from the prior distribution, we would
expect to observe the inferred distributions of , matching with the simulated values.

b Non-precessing signal

We now look at the expected posterior distribution for , when there is no precession
in the the signal. As explained in Sec.4.6, previously a 2 distribution with two
degrees of freedom was used to model the, distribution in the absence of any
precession (see Ref. [3]). This then led to the natural heuristic that , = 2:1 should
be the threshold for observable precession. Using Eqg. (4.10) we can now use a
more informative prior on ~, and obtain a more accurate estimate of the expected
posterior distribution in the absence of precession. We do this by using parameter
estimation samples from an aligned-spin model and setting the simulated precession
SNR to be 0, this then allows us to account for the e ects of priors and di erent
noise realisations.
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In Fig. 4.18 we show the predicted and observed distributions for the preces-
sion SNR for a non-precessing signal. We use a non-precessing equivalent of the
\standard" injection as our simulated signal (i.e., we set , =0 while ensuring all
other parameters match those in Tab. 4.1). We inject with zero noise and use the
IMRPhenomPv2 model for parameter recovery.

The inferred |, distribution is peaked at lower values that the 2 distribution as
shown in Fig. 4.18. However using the prediction from the likelihood (Eq.4.7) and
the informed prior we are able to obtain a better estimate of the posterior in the
absence of precession. This estimate can be obtained without performing parameter
estimation incorporating precession, this therefore allows for a better metric for
determining whether or not there is measurable precession in the system.

The distribution for the informed prior on precession SNR will depend upon
the details of the signal. In particular, it will be strongly peaked near zero for
events that are likely to have small opening angle (egivalentlyb), i.e., events that
are close to equal mass and have signi cant spin aligned with the orbital angular
momentum, while high mass-ratio events and those with large anti-aligned spins will
lead to greater support for large values of ;. Furthermore, for binaries where the
orientation can be well measuredwithout precession information, for example where
higher modes are important, those that are close to face-on will lead to predictions
of smaller , while those that are edge-on will give larger values. Given that the
majority of signals observed to date are consistent with equal mass binaries, in most
cases the prior on , will tend to be peaked at low values. Consequently, the simple
threshold of , & 2:1 as evidence for precession, remains appropriate and is likely
more stringent than suggested by the simple likelihood calculation.

4.7 Discussion

In most candidate astrophysical binary distributions, precession is likely to be rst
measured in a comparable-mass binary [123]. We have considered a ducial example
of such a possible signal (mass-ratig) = 2, SNR =20, and in-plane spin = 0:4,
such that the precession contribution to the total SNR is , = 5), and performed an
extensive parameter-estimation study that has systematically explored the impact on
parameter measurements of changes in each of the key source parameters: the SNR,
the in-plane spin magnitude, binary inclination, the binary mass ratio and aligned-
spin contribution, the binary's total mass, the polarisation, and sky location. These
examples illustrate well-known features of precession signals [181, 77, 62, 97, 183,
184, 123, 185], and quantify their e ect on both the measurement of precession, and
their impact on the measurement accuracy and precision of other parameters.

We have also veri ed that  provides a suitable and intuitive metric for deter-
mining whether or not we have measured precession, and shown that there is an
approximate mapping between , and the use of the Bayes factor to assess the ev-
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idence of precession. We suggest that given these results, future large scale studies
of precession can be made considerably computationally cheaper by computing,
rather than a full Bayesian analysis.

We note that as  captures precession by identifying additional power beyond
a simple non-precessing waveform model, it could therefore be e ected by phenom-
ena such as eccentricity and higher order multipoles. As BFs simply compare the
evidence for two models, one precessing and one non-precessing, using BFs as the
sole metric would also be biased by properties like eccentricity and higher order
multipoles.

However, a similar approach to the 2-harmonic decomposition for precessing sig-
nals has recently been applied to GWs including the e ects of higher harmonics [200].
In future work, we will combine these approaches and explore the measurability of
precession in systems with signi cant evidence for higher harmonics, and the impact
of the combination of higher modes and precession upon parameter accuracy. It may
also be possible to account for eccentricity through a similar decomposition.

As highlighted in section 4.6 these decompositions provide powerful insights into
how the addition of physical phenomena introduce information into the analysis.
Here we show that the likelihood can be simply factored into precessing and non-
precessing contributions. This then allows us quantify the extra information that can
be gained from a precessing analysis and even predict the recoveregl distribution
with or without these e ects taken into consideration in the analysis.

The current study does not include higher harmonics, and uses a signal model
(IMRPhenomPV2) that neglects two-spin precession e ects, mode asymmetries that
lead to out-of-plane recoil [201], and detailed modelling of precession e ects through
merger and ringdown. Although these e ects are typically small, so is the imprint
of precession on the signal, and it would be interesting in future to investigate the
impact of these additional features on our results. We also emphasize that, although
we consider it to be extremely useful to provide quantitative examples of the e ects
of each of the binary parameters, these will necessarily depend on the location in
parameter space of our ducial example. However, having chosen a con guration
from amongst what we expect to be the most likely signals, we hope that these
examples will act as a useful guide in interpreting precession measurements when
they arise in future gravitational-wave observations.
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Chapter 5

Density Estimation with
Gaussian Process

5.1 Introduction

The rst detection of gravitational waves (GW) in 2015 [202] sparked a new era
of Astronomy. Several years on from that event the number of detected gravita-
tional waves keeps increasing and within this decade we expect to obsen@(10°)
signals [203] from compact binaries coalescences (CBCs). This huge progress brings
with it the challenge of e ciently analysing a large number of events. To address
these computational challenges, machine learning techniques are being increasingly
investigated within the eld of gravitational-wave physics [63]. Many studies have fo-
cused on speeding parameter estimation of the source parameters of the signals with
various techniques, such as deep learning [204], variational autoencoders [205] and
autoregressive neural ows [206]. Other work has focused on combining detection
and parameter estimation with deep neural networks [207] as well as using neural
networks to perform the interpolation step in reduced order modeling to rapidly
generate surrogate waveforms [67, 66].

While the research e orts to speed up or completely revolutionise parameter esti-
mation are ongoing, the issue of how to e ectively deal with a large number of results
from di erent events remains. In particular, how to streamline the analysis of the
results, while maintaining accuracy. In this work, we demonstrate the e ciency and
usefulness of using Gaussian processes (GP) for post-processing parameter estima-
tion results of CBCs. Applications of GPs in the eld of gravitational waves span
a wide range of use-cases, such as marginalising waveform errors [208], regression of
analytical waveforms [209], predictions of population synthesis simulations [210], hi-
erarchical population inference [211] and Equation of State (EOS) calculations [212].
They have also been exploited for the development of fast parameter estimation with
RIFT sampler [213].

Here we exploit GPs to estimate probability density functions (PDFs) from pa-
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rameter estimation of gravitational-wave signals. Non-parametric density estimation
from a nite set of samples is an active research eld in machine learning and statis-
tics [214, 215, 216].

For most GW analysis, histograms are usually the preferred estimators to visu-
alise the marginal posterior PDFs and to avoid over-smoothing sharp features, but
often are not convenient for post-processing analyses such as population inference.
These sorts of analyses either re-weight the posterior samples directly [217] or need
to estimate a continuous representation of the gravitational-wave posterior density
surface. Several density estimation methods such as Dirichlet processes [218], Gaus-
sian Mixture Models [219] and others have been employed to address this problem
speci cally for gravitational-waves. As well as these, A closely related method to
GPs [220], Gaussian Kernel Density Estimators (KDEs) are sometimes employed in
gravitational waves' analyses [221, 222, 223].

These KDEs are often e ective but they assume correlations between parameters
to be linear and smooth, making this method sometimes limited in exibility. There
exist many variations of the KDE algorithm to take into account speci ¢ interpo-
lations problems, but there isn't a single implementation that is guaranteed to be
robust against all possibilities. A speci c KDE implementation might solve an issue
in one case and be the cause of some inaccuracies in another [224].

We implement a single technique that can interpolate arbitrary multi-dimensional
slices in parameter space, which can handle both simple and di cult space morphol-
ogy, such as sharp bounds and non-Gaussian correlations. Our modelling tool is
based on the histogram density estimate, combining the histogram's accurate treat-
ment of the samples' features with the predictive capabilities of GPs. An additional
advantage of this technique is that it can provide a Bayesian measure of uncertainty
from the nite (and sometimes small) number of samples for post-processing analy-
sis. This measure of model uncertainty could then be incorporated into any analysis
where the marginalised posterior density is used.

In Sec. 5.2 we describe our density estimation technique in the context of gravitational-
wave parameter estimation and machine learning. We propose a series of example
applications in Sec. 5.3, which allows us to discuss the advantageous features of our
method. Finally, in Sec. 5.4 we summarise our ndings and suggest future extensions
of this work.

5.2 Methods

In this section, we introduce the mathematical framework of the techniques dis-
cussed. In subsection a we discuss the Bayesian inference problem for gravitational
waves and the density estimation techniques currently employed in the eld. In
subsection b, we outline the fundamentals of GPs and their interpretation for in-
terpolating a posterior density surface. We then describe the details of our GP
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implementation and how to model probability densities from parameter estimation.

a Bayesian inference and density estimators

The posterior probability we consider is generally a 15-dimensional surface for a
circular binary black hole (BBH) merger but can be 17-dimensional in the case
of a binary neutron star (BNS) merger due to the inclusion of parameters that
describe the physical structure of the neutron stars. The dimensionality depends on
the physical parameters describing the signals. Generally, these are distinguished
between extrinsic parameters, such as sky localisation, and intrinsic parameters,
such as the masses of the sources.

The posterior is however generally intractable and therefore must be evaluated
via stochastic methods such as Markov Chain Monte Carlo (MCMC) and nested
sampling, these are implemented (and speci cally tuned for the gravitational wave
problem) in Bayesian inference packages such as LALInference [225] abdby [53].

b Density estimation with Gaussian Processes

De nition and interpretation

GPs are interpolation methods with a probabilistic interpretation, they are built on

a Bayesian philosophy, which allows you to update your beliefs based on new ob-
servations. The process can be understood as an in nite-dimensional generalization
of multivariate normal distributions, such that any nite collection of points within

the domain of the process are related by a multivariate Gaussian distribution. As
data is observed, the GP isconditioned and the range of possible functions that can
explain the observations is constrained. As such a GP is de ned by a mean, which
represents the expectation value for the best tting function, and by a covariance
matrix, called a kernel, which measures the correlations between observations [226].
In the absence of observations, the GP predictions will revert to a prior mean func-
tion, which is usually chosen to be zero, and which properties are determined by the
kernel architecture. Mathematically this is written as:

f() GP (m(¥); (%%9) (5.1)

where the mean and covariance are denoted as:

m(x) = E[f (x)]
(xx)=E (fG) mE(f () m(x9) (5.2)

We can then model any point on the surface as a Normal distribution where the
mean and standard deviation are de ned by our process conditional on previous
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observations:

yifix N ((x); ?) (5.3)

where we have that the predictive mean, (x ), and variance 2 are de ned as:

(x )= (%% (x2f (5.4)

2= (eix) (6% (6% 1 (6% (5.5)

These equations have a simple interpretation, the predictive mean is given as a
weighted combination of the previous function values. Where the weightings are
given by the similarity, as de ned by the kernel response, between the new poink
and the previously seen valuex. The uncertainty again has a similar interpretation,
it has a maximum at (x ;* ), which is the prior uncertainty. This uncertainty is
then reduced when there is a kernel response e.g. the more similar the training points
are to the point you are predicting then the more information you have about the
point and therefore the uncertainty is reduced.

The non-parametric nature of GPs makes this technique exible, but it can be
computationally expensive as the whole training set needs to be taken into account
at each prediction. The standard implementation has O(N ) computations and
O(N ?) storage, this then becomes prohibitive for 10k data observations or more.
To tackle this issue it is common to use sparse inference methods, which approximate
the conditioning of the GP over a set ofM N ‘inducing' points. The evaluation
over the inducing points M is then much cheaper than for an “exact' GP resulting in
O(NM ?2) computations rather than O(N 3) [227, 228]. As well as sparse methods one
can exploit multi-GPU parallelization and methods like linear conjugate gradients
to distribute the kernel matrix evaluations which then allows for exact inference to
be performed on a short time scale [229]. In this work, however, we nd that sparse
approximations were accurate enough to e ectively model the marginalised posterior
surfaces that we were interested in. Moreover, once a GP has been “trained' over
the data, it is possible to draw in nitely many function realisations from it without
recomputing the expensive covariance matrix.

A recognised advantage of GPs is reliable uncertainty estimate when making
predictions over unseen data. In this application, we are not interested in predicting
the value of the posterior in unexplored regions of the parameter space, but only in
generating a faithful model where we have posterior samples. In regions within the
space of parameters, the GP variance depends on our choice of training points, which
is useful to assess the accuracy of our density estimation. In terms of uncertainty
estimation this can be explained as our model having very lovepistemic uncertainty
everywhere, we then seek to estimate thaleatoric uncertainty due to our model t
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around the random uctuations in the histogram densities which are used to train
the GP.

Model construction

In this application, we want to use a GP to estimate the marginalised posterior den-
sity for any subset of parameters. We train our GP using the normalised histogram
counts over a grid of points, i.e. the centroids of the histogram bins, that cover the
marginalised parameter space. This gives us a non-smooth, noisy (due to Poisson
errors) estimate of the density, we then use the GP to t this this discrete set of
points to generate a smooth,continuous representation of the density surface.

An important choice when modeling a system using GPs is the choice of kernel,
this encodes your assumptions about the relationship or covariance between data
points. For all examples presented in this work we used a combination of the RBF
and Matern(% or %) kernels. Further technical details regarding this choice and
our data pre-processing scheme (which also had a signi cant impact on our model
accuracy) are included in Appendix 5.5 b.

We employ TensorFlow and GPFlow to implement our GP training infras-
tructure, which includes two inference schemes: exact inference for 1-2 dimensional
problems (O 1000 samples) and sparse inference for higher dimensionality due to
computational costs. As well as a di erence in the inference scheme, when extending
this method to higher dimensions, our choice of training data changes. When creat-
ing the grid over four dimensions, due to the sparsity of the parameter space, we nd
that the typical set has a volume of O(1%) relative to the total prior volume (this is
a common problem associated with the curse of dimensionality [49]). We, therefore,
choose to discard the empty bins and encode our knowledge of these points through
the choice of prior over our GP.

Since the model is constructed with converged posterior samples, there is no
probability support where the histogram bins are empty. To encode this, we set the
mean of the GP to be equal to zero, such that far away from the training data the
model will have a high variance but a mean of zero.

To estimate the density for a given region of parameter space we then simply
evaluate the GP at those parameters, i.e.

p(T= xjd) vy jfx

N (f(x); ?) 50

The choice to set the GP prior to zero means that we would be allowing for
negative probaility densities, to avoid this we apply the ReLU function [230] as a
layer on top of the density evaluation. This sets all negative values to zero meaning
that some points in parameter space will be distributed as a truncated-Gaussian.

Due to bounded priors (e.g at mass ratiom,=m; = ¢ = 1), the posterior sur-
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face often presents sharp discontinuities and therefore the surface is onjyiece-wise
continuous. GPs are in principle exible enough to model any surface including
piece-wise continuous ones, however, we found in practice that it is more favourable
to decompose our density function into two components, one smooth, continuous
function, and one step function. We do this by multiplying the density and our GP
estimate by a step function, which is zero at any discontinuities and 1 otherwise.

8

<1 if Xmin <X <X max
(x)=". _
- 0 otherwise

Multiplying by this step function is then analogous to imposing a prior over our
posterior surface, i.e. it allows us to rewrite the equation 5.6 as

p("=xjd) (x) (v ifix) (x)
p("= xjd) N (FOe); ?) (%)

We are free to encode our knowledge in this way and perform the decomposition
as we do not change the original posterior surface that we would like to model in any
way. This enhances the robustness of the model against all discontinuities, including
arti cial cuts in parameter space that might be required for post-processing analysis.

(5.7)

The variance of the GP depends on the kernel, but also on the noise variance
parameter of the likelihood. Usually, the noise variance is given by a single number,
i.e. homoskedastic noise, which re ects the random uctuations of the posterior
samples. In low-dimensional examples, where we employ an exact inference scheme,
we can assign multiple values to the noise variance, i.e. heteroskedastic noise [231].
In such instances, we are then able to propagate the error from the histogram on
the density estimate, which is simply given by the Poisson noise in each biny;,

Neounts. Incorporating heteroskedastic errors within a sparse inference scheme is
an area of current research in the eld of machine learning [232].

It is common practice to build an interpolation of a posterior surface in order to
draw more samples from it. As our model is implemented inTensorFlow we can
quickly draw more samples from the marginalised posteriors using the many samplers
available in the package library, such as Hamiltonian Monte Carlo (HMC) [49].

5.3 Results

In this section, we present our model and a series of example applications for gravita-
tional waves. In Sec. a we illustrate the method on a simple 1-dimensional analytical
example. In Sec. b we show examples of common post-processing applications for
our density estimation tool. Finally, we discuss our treatment of GP model uncer-
tainty and how we propagate it to produce uncertainty on the marginalised posterior
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Figure 5.1: Interpolation of a bounded one-dimensional inverse gamma density func-
tion (in solid black) with our GP-based method (in solid orange). The histogram
points used to generate the model and its uncertainty are shown as black points with
error bars. Alternative KDE methods are shown for comparison as coloured dashed
lines.

distributions.

a Analytical 1D example

Our proposed GP modelling technique is by construction exible and robust against
all distribution morphologies. To illustrate this, we construct a non-trivial 1-dimensional
example: an inverse gamma functionf (x; ) = %exp( %), with =2 and a
sharp bound atx = 0:75.

In Figure 5.1 we show our GP model mean prediction and uncertainty, com-
pared to a Gaussian KDE from scipy.stats [233] and two KDE transformations
implemented in PESummary [234], a commonly used post-processing package in
gravitational-wave astronomy. The re ection and transform KDEs, are examples of
augmentations on the standard (Gaussian) KDE, and are generally used to model
di cult features introduced at the boundaries of posterior distributions. Both of
these improvements to the standard KDE apply a transformation at the boundary
which implicitly assumes some distributional features (see [234] for more details). A
Gaussian Process on the other hand makes no assumptions about the distributional
shape and can in principle t any distribution.

We show an example in Fig 5.1 where our GP is able to well model the posterior
and the re ection KDE provides a better t than the other KDE methods. The GP
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is slightly too high, relative to the underlying function, this is seen with both the
KDEs and is due to random poisson errors in the samples from the function that
we use to t the models. This highlights a useful feature of the GP however as the
uncertainty region captures the true model despite the mean being too high.

The transform KDE is more sensitive to noisy features in the samples and can
present artifacts, while the Gaussian KDE over-smooths the sharp cut at &075. Fol-
lowing this illustrative example, there are others where there ection KDE is less
appropriate. This example was chosen to highlight a case where the choice of KDE
is important to t the distribution well. While synthetic and not representative,
it does illustrate features that can and do happen in gravitational-wave astronomy
when analysing posteriors. In examples such as this our GP model provides an al-
ternative method to KDEs, requires less hand-tuning, and also provides a Bayesian
estimate of the error on the density estimate, as propagated from the histogram
errors.

b GW Applications

We now look at a few important post-processing problems in gravitational-wave
astrophysics. The training time required to generate the models presented in this
section is of the orderO(2mins), with variations due to the dimensionality of the
surface and to the inference scheme employed. To assess the quality of the model
in more than one dimension we decide to re-sample the surrogate surface and com-
pare the new samples to the original set, part of which has been used for training.
All samples used in the following sections are taken from the Biloy GWTC-1 cata-
log [235].

Catalogue of gravitational-wave properties

Gravitational-wave detection parameters can be distinguished between those intrin-
sic to the sources, such as the component masses, and those extrinsic to them, such
as the sky location. Interpolating the marginal posteriors of combinations of these
parameters is often necessary for post-processing. The following example illustrates
a simple case where one can use a GP to interpolate the intrinsic parameters for a
given detection. In practice, this could then be repeated for entire GW catalogues
so that these interpolated posterior surfaces are then combined for population infer-
ences on the sources of GWs.

For this example, we interpolate the marginal posterior distribution of the intrin-
sic parameters of the rst BBH detection GW150914 [236], parametrised as follows:
chirp massM , mass ratioq = m,=m; (where m; > m ), e ective inspiral spin com-
ponent . and e ective precession spin p, de ned by the spin components that
lie in the orbital plane [237]. In Figure 5.2 we compare the marginal distributions
sampled from our GP model to the original PE samples. We can visually assess that
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