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Abstract: Image segmentation of target fruits is an essential part of machine vision systems, aiming to facilitate 

more accurate early fruit measurement and machine harvesting in natural orchard environments. Given that instance-

level pooling and down-sampling operations in conventional segmentation models often lead to the loss of detailed 

information, resulting in coarse partitioning masks, we endeavor to restore the boundary information of the masks. 

To achieve high-quality fruit segmentation with clear boundaries and refined masks, a Foveabox-based boundary-

aware segmentation model (FBSM) is constructed by adding a multi-stage mask prediction head incorporating fine-

grained features to the anchor-free detection model FoveaBox to realize accurate segmentation of green apple fruits. 

At each stage, a bi-layer fusion structure (BFS) is employed to fully fuse the fine-grained features in a double-fusion 

manner to guide the subsequent instance mask prediction. Finally, the boundary recovery module (BRM) is leveraged 

to recover the lost boundary detail information and obtain more accurate boundaries for the continuous optimization 

process of the fruit instance mask. Experimental results demonstrate that the proposed FBSM model achieves a mean 

average precision (mAP) of 60.7% for green apple instance segmentation in unstructured natural orchard 

environments, surpassing traditional instance segmentation models. Moreover, it enhances base model detection 

accuracy by 1.3% while striking a better balance between detection and segmentation performance. 
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1 Introduction 

The task of image segmentation holds paramount importance in the domain of computer vision. 

Current research in this field has garnered unprecedented attention from scholars and has found 

widespread applications across various domains such as medical imaging (Asgari et al., 2021; Zheng 

et al, 2022; Chen et al, 2023), autonomous vehicles (Chen et al., 2023), virtual reality (Che et al, 

2021; Klingenberg et al., 2023), industrial settings (Lian et al, 2020; Huang et al., 2021), and 

intelligent agricultural sciences (Maheswari et al., 2021; Luo et al., 2023). Additionally, practical 

applications like pesticide spraying (Hafeez et al., 2022; Meshram et al., 2023), fruit harvesting (Jia 

et al., 2020; Zhou et al., 2023), and early yield prediction (He et al., 2022; Palacios et al., 2023) 

have witnessed exponential growth. The gradual adoption of robots equipped with machine vision 

systems in orchards has increased automation and intelligence in the agricultural fields, facilitating 

efficient orchard work while reducing the potential cost of manual labor (Jha et al., 2019; Tian et 

al., 2020; Tang et al., 2023). The accuracy and speed of image segmentation are related to the 

performance of robotic vision systems, thus, achieving more accurate and efficient fruit image 

segmentation remains a critical scientific research task that helps to improve and enhance the 

accuracy and comprehensive capability of agricultural robots for fruit recognition, and greatly 

promotes real-time and accurate fieldwork in orchards. 

Traditional machine learning methods have been widely employed in the early research on fruit 

recognition and segmentation (Jia et al., 2015; Zhang et al., 2020; Saleem et al., 2021), primarily 

leveraging color, shape and texture features. Arivazhagan proposed an efficient method for fruit 

recognition based on color and texture features, utilizing a minimum distance classifier 

(Arivazhagan et al., 2010). Song presented a novel two-step method to identify and locate pepper 

fruits within a complex greenhouse environment, resulting in an improved detection rate of the fruits 

(Song et al., 2014). Yu introduced an RGB-D (red-green-blue-depth) image-based recognition 

method for ripe litchi utilizing color and texture features to train a random forest binary 

classification model for litchi fruit recognition, which was used to estimate litchi fruit yield (Yu et 

al., 2021). To perform real-time and accurate yield prediction as well as automatic harvesting of 

green targets in natural orchards, Wang designed a new KDC (kernel density clustering) method 

that used a double-ranking algorithm to automatically select cluster centers and efficiently segment 

target fruits (Wang et al., 2021). Additionally, Choi utilized depth images to acquire 3D information 

for fruit region identification, coupled with CNN networks for precise identification, highlighting 

NIR spectral images as optimal for object detection and classification (Choi et al., 2017). While 

traditional machine learning methods can generally achieve accurate fruit recognition in scenarios 

with simple backgrounds, they often falter when confronted with images captured in real orchard 

environments. Here, fruits are frequently obscured by foliage and irregularly outlined, rendering 

them challenging to detect. Moreover, conventional target recognition algorithms exhibit limited 

stability when tasked with fruit detection in unstructured environments. They are susceptible to 

various environmental complexities, lack robustness, and struggle to meet the practical operational 

demands of smart devices deployed in natural orchard settings. 

With the continuous maturity of artificial intelligence, automated agricultural harvesting and 

early yield prediction are gradually being effectively implemented by deep learning methods 

(Kamilaris et al., 2018; Zhu et al., 2018; Koirala et al., 2019; Farjon et al., 2023). Currently, a wide 

range of researchers have proposed many deep learning-based object detection and image 



segmentation methods applied to green fruits (Liu et al., 2022; Zhang et al., 2022; Wang et al., 2022; 

Sun et al., 2023). The proposal of the classical two-stage instance segmentation model Mask R-

CNN can be regarded as a milestone in the deep learning process, which has been applied widely in 

different research areas. Mask R-CNN (He et al., 2017) was constructed by adding a mask branch 

with a fully convolutional neural network (FCN) behind the two-stage anchor-based detection model 

Faster R-CNN (Girshick et al., 2015). Subsequently, it has been continuously optimized and applied 

to target detection and segmentation research in different fields, including fruit target detection 

research in agriculture (Jia et al., 2020). Yu put forward a Mask R-CNN based two-stage detection 

algorithm for strawberry fruit (MRSD), which provided a strong foundation for the localization of 

strawberry fruit picking points and facilitates the accurate operation of harvesting robots (Yu et al., 

2019). Jia also optimized the Mask R-CNN to propose a stable segmentation network RS-Net for 

green fruits, which improved the segmentation accuracy for a single class of targets and 

experimentally proved that the recognition performance is better than other classical models (Jia et 

al., 2022). The above deep learning-based detection and segmentation models indeed improved the 

precision and robustness over traditional fruit recognition methods, and the performance can remain 

stable in complex outdoor environments, effectively distinguishing between fruit targets and 

background regions.  

However, like Mask R-CNN, instance segmentation models (Cheng et al., 2019; Chen et al., 

2019; Kirillov et al., 2020) tend to lose image detail information during image processing, which 

affects the high-quality requirements of the segmentation task. Thus, despite the encouraging 

achievements of such methods in fruit recognition research, they still inevitably lose some of the 

boundary information, resulting in a less complete and accurate boundary mask in practical natural 

applications, especially for heavily obscured homochromatic fruits. With the aforementioned 

advances, accurate and efficient harvesting of fruits in a real orchard environment is still challenging. 

Based on the two-stage instance segmentation model Mask R-CNN, refinemask (Zhang et al., 2021) 

is presented to achieve fine-grained instance segmentation focusing on border regions by replacing 

the mask branch with a newly built multi-stage optimization header incorporating fine-grained 

semantic features, which is validated to outperform the baseline model on public datasets. For the 

unstructured and complex environment of natural orchards, due to the different acquisition angles 

of data images and the diversity of fruit growth postures, there are cases of occlusion by same-

colored branches and leaves and the mutual overlapping fruits in the acquired images, resulting in 

the surface contours of exposed fruits are not regular. Therefore, we are expected to clearly and 

accurately outline the boundary areas in the image segmentation process to achieve more accurate 

fruit segmentation. The main idea of this paper is to construct an instance segmentation model with 

fine boundaries, improve the feature fusion ability of the model for green fruits, and meet the 

requirements for high-quality segmentation of visual systems in natural orchards.  

 Therefore, to achieve high-quality instance segmentation with clear boundaries and fine 

masks, we add a multi-stage mask prediction head combining fine-grained features to the anchor-

free detection model FoveaBox (Kong et al., 2020) and construct a FoveaBox-based boundary-

aware segmentation model to achieve accurate instance segmentation of target fruits with different 

scales in the natural orchard environment. Specifically, the multi-stage mask prediction process 

begins with the RoI-Align operation being executed and the prediction mask size being expanded 

in stages. Meanwhile, the fine-grained features are iteratively merged by the formed bi-layer fusion 

structure to reduce the loss of details. In addition, a boundary recovery module focusing on border 



regions is applied to obtain more accurate boundaries for optimizing the fruit instance mask. 

Experiments show that the detection and segmentation accuracy of the model on the green apple 

dataset is 62.1% and 60.7%, which exceeds the benchmark model Foveabox by 1.3 points in 

detection accuracy and the classical instance model Mask R-CNN by 2.1 points in segmentation 

accuracy, meeting the requirements for accurate work of picking robots under complex orchard 

conditions. 

Briefly, the contributions of this paper can be summarized as follows: 

(1) A Foveabox-based boundary-aware segmentation model (FBSM) is constructed by using a 

multi-stage mask prediction head combined with fine-grained features, which meets accurate 

instance segmentation requirements for green apples in the orchard environment. 

(2) Bi-layer fusion structure (BFS) is employed to fully integrate fine-grained features in a 

twice-fused fashion at each stage to guide subsequent mask prediction. 

(3) Boundary recovery module (BRM) is utilized to recover lost boundary detail information 

and obtain more accurate boundaries for continuous instance mask optimization process.  

The remaining sections of this paper are arranged as follows. Section 2 presents the details of 

the produced green apple fruit dataset. Section 3 proposes a boundary-aware fruit segmentation 

model consisting of a multi-stage masked prediction head network. Section 4 describes the 

experimental setting and shows the comparison results with other popular models from both 

detection and segmentation perspectives. Finally, section 5 outlines the segmentation approach 

proposed in this work and presents the next steps for future work. 

2 Dataset 

2.1 Image acquisition 

As publicly available green fruit datasets are rare and the images are often of the whole fruit 

tree in a distant state, which are not eligible for the various fruit images in this study. Therefore, in 

order to fully test the effectiveness of the method proposed in this paper to be applied in the real 

apple orchard, we collected close and distant fruit images at different scales from natural orchards 

and performed various data augmentation processes to generate a dataset in a certain format to 

support the favorable implementation of this study. 

The images were acquired using Sony Alpha 7 II cameras, and abundant green apple images 

were collected at the apple production base in Longwang Mountain of Yantai City in Shandong 

Province. The resolution of all images was 6000×4000, and the captured contents were saved as 24-

bit color images in JPG format. 

To fully reproduce the actual conditions in the orchard in the experiment, the dataset was 

collected by taking into account the variation of lighting conditions throughout the day, including 

green apple fruits under natural light during the day and LED lights at night. Besides, the dataset 

also includes apple images with branch and leaf shading, fruit overlapping and small targets at a 

distance to simulate as much as possible the visual angle of the harvesting robot while working in 

the orchard. 

2.2 Dataset production 

A total of 1361 apple images with valid features are used to label and create the dataset. The 

dataset is made by dividing it into training and validation sets at a ratio of 7:3, with 953 and 408 



images, respectively. Also, the image pixels are compressed to 600×400 to enhance the real-time 

performance of the algorithm. The contour information of the apple fruit in the images is labeled 

using the LabelMe tool to generate labels, with the green target fruit inside the labeled points and 

the rest of the images as background. Then, the labels and coordinates of each image are saved to 

the corresponding JSON file of the image. Finally, all the images in the dataset and the JSON files 

generated by the labels are integrated and converted into a dataset in COCO format. The details of 

images and instances on the divided apple dataset are below. 

Table 1. The numbers of images and instances on the divided apple dataset. 

Dataset Images Total instances 

Training 953 4943 

Validation 408 2194 

Total 1361 7137 

 

Moreover, an insufficient amount of data or incomplete samples during model training often 

leads to poor model generalization performance. To address this problem, we perform data 

augmentation on the collected images. Data augmentation is the basis for preventing overfitting of 

large convolutional neural networks, especially when the number of training samples is limited, and 

is mainly used to increase the training dataset to make it as diverse as possible so that the trained 

model has a stronger generalization ability and also minimizes the imbalance of training samples. 

The methods of data augmentation include geometric and photometric transformations. For 

geometric transformations, random shifts, flips and rotations are performed. For photometric 

transformations, the brightness, contrast, and saturation of the image are adjusted. The images are 

randomly enhanced and strengthened according to a certain probability. 

3 Green apple segmentation model FBSM 

This method combines the powerful recognition capability of existing two-stage segmentation 

methods with fine-grained semantic feature representation in the fruit segmentation process. 

Boundary-aware fruit segmentation is achieved by recognizing and segmenting fruit targets while 

using fine-grained features to supplement the lost detail information. To achieve this goal, we 

propose a new green fruit segmentation method FBSM with refined boundaries that can segment 

obscured green apples in a more fine-grained manner. FBSM builds on the one-stage anchor-free 

detector Foveabox by appending two simple yet efficient head networks, the mask prediction head 

and the semantic assisted head, to perform accurate instance segmentation of fruits. The overall 

framework flowchart is shown in Fig 1. 



 

Fig. 1. Overall flowchart of the proposed model FBSM. 

Specifically, the multi-stage mask prediction process starts with the execution of the RoI-Align 

operation to generate a coarse initial mask and optimizes the instance mask in three stages. 

Meanwhile, the semantic head followed after the P2 layer of the FPN extracts fine-grained features 

which are iteratively merged by the bi-layer fusion structure with instance masks and instance 

features. In addition, a boundary recovery module focusing on border regions is applied to reduce 

the loss of details and obtain more accurate boundaries to continuously optimize the instance mask. 

The modules are described as follows. 

3.1 Foveabox detection model 

The green fruit segmentation model introduced in this paper is based on the anchor-free 

FoveaBox detection model. In the benchmark detection model FoveaBox, the training targets are 

generated directly from the ground truth boxes without the need for anchors or region proposals. 

Considering that FoveaBox does not require any additional techniques in the post-processing stage 

and does not bring additional computational costs, so Foveabox is chosen as the detection part of 

this model to directly predict the confidence and the corresponding boundary of the target class. 

As shown in Fig 2, the structure of FoveaBox contains a backbone network and a fovea 

detection head network. The backbone network uses a classical convolutional network to extract the 

effective features of the image, producing a convolutional feature map of the entire input image.  

The fovea detection head follows the feature extraction network and consists of two subbranches: 

the classification branch performs per-pixel category prediction on the output of the backbone 

network; and the box regression branch performs box regression on each location covered by the 

object. The two branches jointly predict the position of the central region of the object, as well as 

the bounding box for each valid position. FoveaBox succeeds in locating the target fruit region and 

generating the initial detection boxes. 



 
Fig. 2. The prediction stage of FoveaBox. 

3.2 Semantic assisted head 

The semantic assisted head performs semantic segmentation on the highest resolution P2 

feature map from the FPN. The output shares the same resolution as the input image and the whole 

process does not cause semantic loss because of no spatial compression operation. The semantic 

head generates fine-grained features to fuse with an instance mask for high-quality instance 

segmentation. 

The semantic assisted head has a simple and clear structure, mainly consisting of convolutional 

blocks, a binary classifier, and loss supervision. The pipeline is shown in Fig 3. First, four 

convolutional layers are used to extract the semantic features of the whole image, and then the 

classes of the target regions are predicted at the pixel level by a binary classifier. Finally, high-

resolution semantic masks are generated and optimized under the supervision of a binary cross-

entropy loss function. The two components, semantic features and semantic masks constitute the 

fine-grained features, which are sufficient to fully compensate for the detailed information lost 

during the instance-level operations. 

 
Fig. 3. Pipeline of the semantic assisted head. 

3.3 Mask prediction head  

Overall, the mask prediction head works by progressively optimizing the instance mask step-

by-step in multiple stages to achieve fruit segmentation. The main block of each stage in the mask 

head is shown in the figure below. At each stage, a bi-layer fusion structure (BFS) is constructed to 

fully fuse the semantic features and semantic masks extracted by the semantic assisted head, 

maintaining high resolution while scaling up the features to attain high-resolution instance mask 

prediction. In addition, the boundary recovery module (BRM) is employed to focus on the border 

regions and generate clearer boundary predictions by interfusing the coarse instance masks of 

adjacent stages. The structure of each module is described in detail as follows. 



 

Fig. 4. Main block for each stage in the mask head. 

3.3.1 Multi-stage mask optimization 

In the mask, the features extracted by the 14×14 RoI-Align operation are first fed into two 3×3 

convolutional layers to generate the instance features. Later, a 1×1 convolutional layer is used to 

predict the instance mask, and the spatial size of the mask is only 14×14. This coarse mask is used 

as the initial mask for the later refinement stage. 

The initial mask is then fed into the multi-stage mask optimization process that progressively 

refines the mask in an iterative manner. At each stage, features and masks are fed into the BFS for 

adequate fusion, and the output of the previous stage is adopted as the input of its next stage, thus 

achieving cross-fusion of features in adjacent stages. The mask head iteratively performs this mask 

optimization process and outputs a high-quality instance mask with a resolution of 112×112.  

3.3.2 Bi-layer fusion structure (BFS) 

To efficiently bond fine-grained features to generate high-resolution instance masks, BFS is 

constructed to ensure that each region in the mask head perceives the information around it. BFS is 

responsible for fusing four inputs in each stage, which are the instance mask with the instance 

features from the previous stage, with the semantic features and semantic mask derived from the 

semantic assisted head.  

Designed as a key module at each stage, the structure of the BFS is divided into two layers, as 

illustrated in Fig 5. In the first layer, a 1×1 convolution is applied to fuse input features and compress 

them, reducing the number of channels and avoiding too much computation. Following, three 3×3 

atrous convolutions with different dilation coefficients are used to fuse information around 

individual positions while maintaining detail in small regions. In the second layer, the instance mask 

and the semantic mask are again concatenated with the initial fusion features generated by the first 

layer to provide semantic guidance for mask prediction in the later stages. Finally, the cascaded 

features are scaled up to a higher spatial size. Before the fused features in BFS are scaled up, the 

channels are halved by 1×1 convolution. Thus, although the feature size increases, the resulting 

computational cost is not high.  



 

Fig. 5. The structure of the BFS at each stage. 

3.3.3 Boundary recovery module (BRM) 

Generating clear boundaries is crucial for accurate image segmentation. In order to refine the 

border regions and recover accurate boundary masks, we employed a boundary recovery module 

(BRM) that focuses on the border regions by a process in which the instance masks of the before 

and after stages are fused in a specific way. More accurate fruit contours are obtained by focusing 

on the border regions and recovering as much as possible of the detailed information lost in the 

mask prediction stage. 

Identification of border region. As shown in Fig 6, the white line sketches the contour of the fruit, 

and the gray area is the border region of the fruit instance. Different instance masks M correspond 

to different border regions. Mk
 denotes the fruit instance mask of the kth stage, and the spatial size of 

the mask can be expressed as 14⋅2k × 14⋅2k, where k=1, 2, 3. The pixels within a distance less than 

𝐷̂ from the outline of the instance mask constitute the border region. Predicted boundary mask Bk, 

which is used to represent the border region of the instance mask Mk, is defined as follows. 

𝐵𝑘(𝑖, 𝑗) = {
1,   𝑖𝑓 𝐷𝑖𝑗 ≤ 𝐷̂

 0, 𝑒𝑙𝑠𝑒             
                        (1) 

where, (i, j) is the pixel location in the instance mask Mk. And Dij is the euclidean distance from the 

pixel in the Mk to the nearest pixel on the instance contour. 



 

Fig. 6. Graphical representation of the object border region. 

Recovery of boundary information. In order to optimize the instance mask effectively, we take the 

second stage as an example to illustrate the inference process of the boundary information recovery 

module, as shown in Fig 7.  

 

Fig. 7. The inference process of boundary information recovery. (𝑀1
′and 𝑀2

  are inputs of the BRM, B1 is the 

generated border region of 𝑀1
′ , and 𝑀2

′  is the output instance mask of the second stage.) 

For each fruit instance, a rough but complete mask 𝑀1
′  of size 28×28 is output in the first 

optimization stage, while the boundary mask 𝐵1 is produced. In the BRM, the generation process 

of a more refined and complete instance mask 𝑀𝑘
′  (the final output of stage k) can be expressed as: 

𝑀1
′ = 𝑀1                                 (2) 

Mk
′ = (Bk−1) up ⊗ Mk + (1 − (Bk−1) up) ⊗ (Mk−1

′ ) up            (3) 

where ⊗ and + indicate pixel-level multiplication and addition respectively. This convolutional 

process is repeated until the optimized mask is obtained. The 𝑢𝑝 denotes the bilinear up-sampling 

operation.  



Realization details. Considering that target fruits have different scales, the instance mask is first 

adjusted to a fixed size, and then a boundary mask is obtained. The first stage outputs an initial 

instance mask with a 28×28 size. The two succeeding stages yield masks of sizes 56×56 and 

112×112, respectively, with certain border areas Areak trained using supervised signals. These areas 

are defined by the ground truth mask and the prediction mask of the previous stage, as shown in 

Equation (4). 

𝐴𝑟𝑒𝑎𝑘 = (𝐵𝑘−1
𝑔

∪ Bk−1) 𝑢𝑝                         (4) 

𝐵𝑘−1
𝑔

 indicates the border region of the ground truth mask at the k-1th stage. 𝐵𝑘−1 represents the 

predicted border region at the k-1th stage. ∪ means the union of the above two border regions. For 

the last two stages with output size of Sk×Sk (k = 2, 3), the training loss 𝐿𝑘 can be specified as: 

𝐿𝑘 = 1

𝛿𝑛
∑ ∑ ∑ 𝐴𝑟𝑒𝑎𝑛𝑖𝑗

𝑘 ·𝑙𝑛𝑖𝑗 ,k=2,3 
𝑆𝑘−1

𝑗=0

𝑆𝑘−1

𝑖=0
𝑁−1
𝑛=0                   (5) 

𝛿𝑛 = ∑ ∑ ∑ 𝐴𝑟𝑒𝑎𝑛𝑖𝑗
𝑆𝑘−1
𝑗=0

𝑆𝑘−1
𝑖=0

𝑁−1
𝑛=0                        (6) 

where N is the number of fruit instances in the image. 𝑙𝑛𝑖𝑗  is the binary cross entropy loss at 

position (i, j) of instance N. 𝐴𝑟𝑒𝑎𝑛𝑖𝑗
𝑘  represents the area of the grid cell (i, j) in the k-th stage for 

the N-th sample. 

The mask prediction head has three fine-tuning stages. In the initial stage (k=1), the average 

binary cross-entropy loss function is utilized. The subsequent two optimization stages use the loss 

function of Equation (5) above. In addition, the semantic-assisted head uses the average binary 

cross-entropy loss function. The loss weights for the initial mask prediction stage and the three 

refinement stages are 0.25, 0.5, 0.75 and 1.0, respectively. 

4 Results and Analysis 

4.1 Experimental Configurations 

This study is conducted on a server with Ubuntu 16.04 OS and V10.0 CUDA, using the GPU 

with a single block of Tesla V100-PCIE-32GB configured in the server. The experiments are based 

on MMDetection and Pytorch framework, and the training and testing of the algorithm on the green 

apple dataset are performed using Python programming language. 

4.2 Evaluation Metrics 

The common algorithm evaluation metric is the Precision-Recall (P-R) curve, which consists 

of precision and recall rates. Precision indicates the proportion of actual positive samples among 

the instances predicted as positive samples, and Recall is a measure of positive sample coverage, 

which indicates the proportion of positive samples correctly predicted among all actual positive 

samples, as shown in Equation (7)(8). 

𝑃𝑟 𝑒 𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
                              (7) 

𝑅𝑒 𝑐 𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃+𝐹𝑁
                                (8) 

For the green apple dataset, we employ the common Average Precision (AP) metric as an 

evaluation metric for the algorithm results to evaluate the performance of the model in segmenting 



target apples. The average precision AP can be obtained from P-R results and is calculated as shown 

in Equation (9). AP is the average accuracy for only one target class, while mAP is the average 

accuracy of AP for all target classes, as shown in Equation (10). The AP50 in the evaluation metric 

is the AP value at an Intersection-over-Union (IoU) threshold of 0.5.  

𝐴𝑃 = ∫ 𝑃(𝑟)𝑑𝑟
1

0
                             (9) 

𝑚𝐴𝑃 =
∑ 𝐴𝑃𝐶

𝐶
𝐶=1

𝐶
                             (10) 

Where the dataset category used in this experiment has only one type of target fruit, thus the 

category number C is 1, and AP is equal to mAP. Also, the mAPS, mAPM, and mAPL metrics are 

used to indicate the segmentation accuracy of the model for target fruits in the small, medium, and 

large scale ranges. 

4.3 Model Training 

Green apple images of uniform size are fed into the training process of the model with N 

samplable regions of interest (RoI) per image. Pre-trained weights on the COCO dataset are used as 

the initialization parameters of the model. Iterative training with a batch size of 8 and a training 

period of 12 is performed. The initial learning rate is set to 0.0025 and decreases ten times in the 

first ten training cycles, and the corresponding parameters are retained at the end of each training 

cycle. During the training period the weight decay is set to 0.0001 and the momentum is 0.9 to 

prevent overfitting phenomena. The model is trained using the above configuration, and the loss 

variation during training is visualized to make the results more intuitive and clearer, as shown in Fig 

8. 

 

Fig. 8. Different loss evolution curves during model training. 

As shown in the figure, the overall loss value of the model decreases rapidly at the beginning 

of the training and soon plateaus. There is a small fluctuation with the increase in the number of 

training iterations, showing a decreasing trend. Finally, all the losses remain stable, reflecting that 

the model has strong robustness and stability. In addition, accuracy (acc) is used to measure the 

recognition ability of the algorithm for positive samples, indicating the ratio of the number of correct 



predictions to the number of all predictions, as shown in Equation (11). The higher acc means that 

the algorithm is more accurate and the algorithm is better at classifying positive and negative 

samples. 

𝑎𝑐𝑐 =
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
                             (11) 

where True Positives (TP) indicates the number of times a positive sample is correctly 

predicted as a positive sample. True Negatives (TN) denotes the number of times a negative sample 

is correctly predicted as a negative sample. False Positives (FP) indicates the number of times a 

negative sample is incorrectly predicted as a positive sample. False Negatives (FN) indicates the 

number of times a positive sample is incorrectly predicted as a negative sample.  

The change curve of model accuracy obtained on the validation set is depicted in Fig  9. The 

model always maintains a high correct rate as the number of iterations increases during the training 

process. Although there are fluctuations, the overall accuracy is higher than 90% and shows an 

upward trend overall. This effectively shows that the model can efficiently cope with the 

classification of positive and negative samples, maintaining a high correct detection and 

segmentation rate, demonstrating the accurate performance of the model. 

 

Fig. 9. Acc change curve during model training. 

4.4 Detection and Segmentation Results 

The main goal of this section is the systematic validation of the proposed new model on the 

created apple dataset. The orchard presents unstructured and complex characteristics in the natural 

environment. To fully consider the actual operating environment of the apple orchard, the 

experiment focused on a variety of interference conditions such as branch and leaf shading, 

overlapping cover, low light at night, after rain, and small fruit, etc. The segmentation effect is 

shown in Fig 10. 

     
a Original apple images 



     
b Ground truth 

     
c Segmentation effect 

Fig. 10. Some segmentation results of FBSM on green apples 

 

To further objectively show the overall performance of the new model, the detection and 

segmentation effects of the model were verified separately on the constructed apple dataset, and the 

accuracy, recall, and other objective evaluation metrics are listed in Table 2 to comprehensively 

assess the overall performance of the model. 

Table 2. Detection and Segmentation results on the validation set of the apple dataset. 

apple Detection result  Segmentation result 

Metric mAPb AP50
b mAPS

b mAPM
b mAPL

b ARb mAPs AP50
s mAPS

s mAPM
s mAPL

s ARs 

Value 62.1 86.8 46.4 69.0 86.2 68.1 60.7 85.3 43.3 68.0 89.5 66.1 

 

According to Fig 10 and Table 2, from the detection effect, the FBSM model can accurately 

locate the target fruit and give the precise rectangular bounding boxes, without any false detection 

and omission of small target fruit. From the segmentation effect, the FBSM model can clearly 

delineate the target fruit boundary contour. From the objective evaluation indexes, the average 

accuracy of the detection and segmentation of the FBSM segmentation model proposed in this paper 

for green apples is 62.1% and 60.7%, respectively, and the detection and segmentation performance 

of the model is considered satisfactory. Thus, for the blurring of target fruit characteristics caused 

by interference conditions such as illumination, branch and leaf shading, overlapping targets, and 

small distant targets, the FBSM model can efficiently achieve the detection and segmentation of 

target fruit, demonstrating the generalization ability and robustness of the model, which is suitable 

for operation in complex orchard environments. 

4.5 Comparison Experiments 

To better validate the effectiveness of the FBSM model, current mainstream models and more 

advanced models are selected for comparison, and the detection and segmentation results on the 

constructed green apple dataset are listed in Tables 3 and 4 respectively to achieve a comparison of 

the advantages of the various models. 

Table 3. Comparisons in the detection effect. 

Model Backbone mAPb/% AP50
b/% AP75

b/% ARb/% mAPS
b/% mAPM

b/% mAPL
b/% 



Evaluation metric = bbox  

YOLOF (Chen 

et al., 2021) 
ResNet50+C5 50.6 79.7 52.1 59.7 27.8 60.4 83.4 

FCOS (Tian et 

al., 2019) 
ResNet50+FPN 59.4 87.3 64.3 66.9 44.6 64.3 85.1 

FSAF (Zhu et 

al., 2019) 
ResNet50+FPN 60.7 87.8 66.1 67.5 44.6 67.1 85.2 

BoxSnake 

(Yang et al., 
2023) 

ResNet50+FPN 59.6 79.1 66.6 - 40.5 67.2 89.2 

Faster R-CNN ResNet50+FPN 61.0 86.2 67.5 66.8 45.3 68.0 85.5 

FoveaBox ResNet50+FPN 60.8 87.8 67.0 67.8 44.7 66.5 85.4 

FBSM(Ours) ResNet50+FPN 62.1 86.8 69.1 68.1 46.4 69.0 86.2 

 

Table 4. Comparisons in the segmentation effect. 

Model Backbone mAPs/% AP50
s/% AP75

s/% ARs/% mAPS
s/% mAPM

s/% mAPL
s/% 

Evaluation metric = segm  

MS R-CNN 

(Huang et al., 

2019) 

ResNet50+FPN 58.4 84.7 63.5 64.1 40.7 64.0 86.9 

PointRend ResNet50+FPN 59.8 86.3 64.6 65.4 41.7 66.6 87.3 

YOLACT 

(Bolya et al., 

2019) 

ResNet50 51.9 80.9 54.4 59.4 31.6 59.6 84.8 

BoxSnake 

(Yang et al., 

2023) 

ResNet50+FPN 50.6 77.9 54.2 - 31.7 56.8 82.4 

Mask R-CNN ResNet50+FPN 58.6 84.7 63.3 63.5 40.3 65.2 87.3 

FBSM(Ours) ResNet50+FPN 60.7 85.3 65.0 66.1 43.3 68.0 89.5 

As demonstrated in Tables 3 and 4, the FBSM segmentation model proposed in this paper 

outperforms other segmentation methods in terms of both detection and segmentation average 

precision for green apples, and the performance improvement is relatively obvious. The FBSM 

outperforms other models in almost all metrics significantly better than the YOLO family of models, 

exceeding YOLOF by 11.5 percentage points in detection precision and YOLACT by 8.8 percentage 

points in segmentation accuracy. Although the FBSM shows slightly lower AP50b at IoU=0.5 

compared to the FoveaBox detection model and PointRend segmentation model, and its mAPLb is 

inferior to the BoxSnake segmentation model, FBSM demonstrates strong competitiveness in terms 

of mAP. Additionally, FBSM topped other advanced models in terms of mAP, AP75, AR, and the 

average precision for fruit with different scales. Based on these metrics, the FBSM model exhibits 

a significant overall advantage in the detection and segmentation of green target fruit. 

For a more intuitive comparison of the detection and segmentation effects of the FBSM model 

with other mainstream or advanced models, representative images were selected to observe the 

visualization results graph. The green apple images under multiple environments such as obscured 

by branches and leaves, overlapping fruits, small target fruits in the distance and small target fruits 

at night are chosen for the experiments. These disturbed target fruits are more difficult to process 

and better illustrate the detection and segmentation performance of the model, and the visualization 



results of the above images are shown in Fig 11. 

 

Fig. 11. Comparison of segmentation effects of different models. 

As can be seen from Fig 11, compared with the classical R-CNN series models, the results 

show that Mask R-CNN and MS R-CNN both suffer from misdetection, especially for the heavily 

occluded target fruits. Mask R-CNN generates redundant detection frames in images with severe 

fruit occlusion, while MS R-CNN identifies non-target fruit regions as fruits and is not accurate 

enough to segment fruit edges that are occluded by branches and leaves. And then, observed the 

single-stage real-time instance segmentation model YOLACT, although YOLACT can achieve real-

time segmentation, the detection of target fruits is rougher, which is easy to miss small target fruits 

in the distant view and is not sensitive to small targets. PointRend model achieves clear target mask 

edges at relatively low arithmetic power, but in high illumination environments, non-target fruit 

areas are easily misidentified as targets and produce detection frames, and overlapping target fruits 

tend to produce redundant detection frames, especially in nighttime environments.  

The proposed FBSM achieves target fruit detection while completing accurate segmentation 

of target fruits. Based on the visualization results, FBSM demonstrates robust detection and 

segmentation capabilities even in the presence of various interfering factors, including branch and 

leaf shading, target overlap, small fruit targets, and low-light conditions during nighttime, thereby 

fulfilling the application requirements in natural orchard environments. 

5 Conclusion 

In this work, recognizing that the two-stage instance segmentation models often lose detailed 

boundary information during the feature extraction stage, we propose an innovative two-stage fruit 

segmentation model FBSM for green apples in the unstructured orchard environment. Specifically, 

a multi-stage mask prediction head is appended to the FoveaBox detection model to continuously 



optimize the instance mask by combining the fine-grained features from the semantic head. 

Additionally, a bi-layer fusion structure is used to integrate the fine-grained features adequately, 

while the boundary recovery module is employed to recover the lost boundary detail information to 

obtain more accurate fruit instance masks. Compared with other advanced segmentation models, 

the performance of the proposed model has improved by 2.3, 0.9, 8.8, 10.1 and 2.1 points over MS 

R-CNN, PointRend, YOLACT, BoxSnake and Mask R-CNN, respectively. Given the great 

recognition accuracy of FBSM, the adopted multi-stage mask prediction head can be extended to 

other detection models to achieve two-stage instance segmentation for contour region refinement. 

Additionally, despite the demonstrated segmentation performance of the model on the apple 

dataset, further improvements should focus on simplifying the algorithm to facilitate its integration 

into the vision system of fruit-picking robots for real-time work in the complex orchards. 
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