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Abstract

Image enhancement, such as image style transfer and image colourisation, aims
to modify input images to achieve desired manipulations. Signi�cant progress has
been made recently, thanks to deep learning based generative models. In this thesis,
we propose novel methods to improve generation quality and reduce training data
demands. A fundamental problem for such generative tasks is the impossibility
of obtaining ground truth results, and in many cases, there are no unique correct
answers. We further develop a new metric to evaluate image colourisation quality.

For image style transfer, we introduce WCGAN, a novel Generative Adversar-
ial Network (GAN)-based model designed speci�cally for transferring high-quality
watercolour style into portraits. Leveraging a localised Gram matrix loss and an
adaptive discriminator architecture, WCGAN demonstrates superior performance in
capturing intricate watercolor style characteristics in local regions and stably han-
dling input of di�erent scales. We further extend WCGAN to video style transfer
by a novel video training data generation method.

For image colourisation, we particularly address scribble-based colourisation
where sparse user scribbles are used to resolve essential ambiguities. We propose the
Local and Global A�nity network (LGA-Net), which regards scribble-based colouri-
sation as an a�nity propagation process. By explicitly integrating both local and
global a�nity relationships, LGA-Net achieves robustness against sparse scribbles
while enhancing image structure understanding and color propagation accuracy.

Furthermore, we present a novel objective metric, the Statistical Color Distri-
bution (SCD), for evaluating re-colourised image quality based on statistical color
information. By leveraging insights from the statistical perspective, SCD provides
a systematic and reliable scoring mechanism for assessing the quality of colourised
images.

Through extensive experimentation and comparative analysis, we demonstrate
the e�ectiveness and superiority of our proposed methods over existing state-of-the-
art approaches. The insights from this research advance human aesthetic experience
in real-world applications and guide future developments in related �elds.
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Chapter 1

Introduction

In the past decade, the rapid rise of deep neural network technology [22{28] has

brought vitality to the �eld of computer vision, achieving remarkable accomplish-

ments. Traditional machine learning algorithms based on manually designed features

have been thoroughly disrupted by deep neural networks, which utilise multi-layered

convolutions to automatically extract multi-dimensional image features from input

images, allowing for more accurate recognition and processing of visual inputs. The

powerful feature representation capability of deep neural networks has opened up

new possibilities in multiple domains, including but not limited to Three Dimen-

sional/Virtual Reality (3D/VR) technology [29,30], medical assistance [31,32], and

video analysis [33,34].

Table 1.1: Comparative Analysis of Generative Models in Computer Vision

Model Type Architecture Highlights Strengths Limitations Example Use
Cases

Autoencoder [35] Encoder-Decoder struc-
ture

Dimensionality re-
duction, denoising

Limited genera-
tive capabilities

Image denoising,
feature extraction

GAN [36] Generator + Discrimina-
tor

High-quality im-
age synthesis

Training instabil-
ity, mode collapse

Image generation,
style transfer

Autoregressive
Models [37]

Sequential token genera-
tion

Strong modelling
of sequential data

Prone to error ac-
cumulation

Text-to-image
generation, video
synthesis

Di�usion Mod-
els [28]

Iterative noise-based gen-
eration

State-of-the-art
image quality

Slow generation
time

High-resolution
image synthesis,
text-to-image

Among these, the �eld of image processing and synthesis stands out as one of

the most active and fruitful areas. In various subdomains such as image semantic

segmentation [38,39], image denoising [40,41], image restoration [42,43], image in-

painting [44,45], and image retrieval [46,47], deep learning technologies have made

signi�cant progress. The achievements in the above �elds owe much to the intro-
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duction of various novel neural network architectures, optimisation algorithms, the

establishment of large-scale datasets [48{54] and hardware advancements such as

Graphics Processing Unit (GPU). Among these, technological updates have played

a crucial role in the advancement of deep learning techniques. This is because

the continuous progress of these technologies not only propels the theoretical and

algorithmic development within the �eld of deep learning but also facilitates its

widespread application and further development in practical scenarios. In detail,

Table 1.1 provides a comprehensive overview of the evolution and progression of

generative models in computer vision, charting their development over time. Start-

ing with Autoencoder [35], which laid the groundwork for representation learning

through compression and reconstruction, the �eld witnessed a signi�cant leap with

Generative Adversarial Networks (GAN) [36]. GAN introduced adversarial training,

enabling the synthesis of remarkably high-quality images. The advent of Autoregres-

sive Models [37] further advanced the �eld, speci�cally in tasks requiring sequential

data generation. Most recently, Di�usion models [28] have emerged as a ground-

breaking approach, setting new benchmarks in generative quality. By iteratively

re�ning noisy inputs, these models excel in generating highly detailed and realistic

images. Despite their computational intensity, Di�usion models have revolutionised

tasks such as high-resolution image synthesis and text-to-image generation. Ta-

ble 1.1 accompanying the above mentioned timeline highlights the key architectural

features, strengths, limitations, and typical applications of each technique, provid-

ing a detailed comparative analysis that emphasises the technological advancements

and their impact on computer vision tasks. These innovative approaches mentioned

above further provide powerful tools and methods for addressing practical image

processing and synthesis problems.

Among various application domains, image enhancement has received signi�cant

attention, which takes an image along with some additional constraints as input

and aims to produce manipulated images as output. Typical examples include im-

age style transfer [55, 56], which aims to stylise the input image while retaining its

content, and image colourisation [57, 58], which adds plausible colour to an input

grayscale image. The relevant technologies of both image style transfer and im-

age colourisation have found widespread applications in various practical scenarios.

Examples include, but are not limited to, vintage �lm remastering [59], photog-

raphy technologies [60], colourising old black and white photos of paintings early

stages [61,62], artist assistance [63,64], enabling and disabling makeup styles [65{67].

Behind this trend lies the intuitive visual e�ects and extensive application scenar-

ios presented by these two domains, as well as the ful�llment of increasing user
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pursuit for visual aesthetics and enjoyment. Therefore, this thesis aims to conduct

research on the issues closely related to these two major domains and correspond-

ing real-world applications, with the goal of maximising technological friendliness

and user aesthetic satisfaction. Moreover, unlike many other tasks, there are of-

ten no unique correct answers for such image enhancement tasks. Even for image

colourisation where paired grayscale and colour images may be available, the single

\ground truth" colour image does not capture all plausible colourisation results,

and measuring the dissimilarity between colourised images and such ground truth

does not give an appropriate quality metric. As a result, the thesis further explores

a better objective colourised image quality evaluation metric, which could achieve

higher consistency with human subjective opinions to more accurately evaluate the

impact of image enhancement techniques on user aesthetic experience.

1.1 Motivation

Traditional methods based on manually designed features, although capable of

achieving high-quality results for pre-de�ned tasks, su�er from two main limita-

tions: (1) the intricate algorithmic designs of traditional methods often result in

high computational costs, rendering them unable to meet the high demands of users

for real-time responsiveness in practical scenarios; (2) reliance on manually de�ned

feature extraction and complex work
ow setups con�nes traditional methods to sin-

gular, speci�c tasks, leading to poor robustness and scalability. With the rapid

advancement of deep neural network technologies in recent years, the current re-

search in the �elds of image style transfer and image colourisation predominantly

adopts Neural Network-Based (NN-based) Architectures.

NN-based architectures excel in feature representation, extracting features from

raw data via multilayer nonlinear transformations. This enriches and deepens fea-

ture representations, allowing for precise capture of data structures and patterns.

Through deep and stacked setups, they learn complex function mappings well,

achieving good performance in diverse tasks. Moreover, they support end-to-end

learning for direct input-output conversion, streamlining system design and elimi-

nating the need for tedious manual feature engineering.

NN-based architectures have enabled signi�cant progress in the �elds of image

style transfer and image colourisation. However, there are several problems in cur-

rent research:

ˆ Existing Pixel-correlation-based neural network methods lose crucial features

as data passes through multiple convolutional layers, causing local detail at-
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tenuation and inability to capture proper local features in complex regions.

Especially in the portrait watercolourisation task where the quality of local

multi-e�ect fusion simulation is of great signi�cance, the current work fails to

generate high-quality portrait watercolourisations due to the lack of e�ective

simulation of local details.

ˆ Existing NN-based works with �xed receptive �elds lack scale invariance for

varying scale inputs, impeding comprehensive and accurate capture of essential

information. Especially in real portrait stylisation application scenarios where

faces have di�erent sizes due to varying distances from the camera, existing

NN-based methods are unable to stably generate desired portrait stylisation

results since they cannot e�ectively handle multi-scale inputs.

ˆ In the colourisation research �eld, current NN-based methods usually directly

output the colourised results. Although this is more convenient and simple, it

implicitly combines the two processes of image structure understanding and

colour transfer in the network parameters, making it unable to handle the

long-distance colour propagation task brought by sparse hint inputs in real

colouring scenarios.

ˆ In the �eld of colourised image evaluation, current metrics requiring reference

images all regard the similarity between the colourised image and the ground

truth as the criterion for the quality of the colourised image, ignoring the fun-

damental purpose that the goal of the colourisation task is to generate a more

natural and satisfactory colourised image. On the other hand, existing met-

rics without dependence of reference images cannot stably achieve acceptable

consistency with the subjective opinion of users.

More recently, Transformer models [27] and di�usion-based models [28], while

highly e�ective, have notable limitations that impact their e�ciency and applicabil-

ity. Transformers models [27] face challenges related to their high computational

cost, as their self-attention mechanism scales quadratically with the input sequence

length, making them resource-intensive for tasks involving long sequences. Simi-

larly, di�usion-based models exhibit limitations, particularly in their slow sampling

process, as they require numerous iterative steps to generate high-quality outputs,

rendering them computationally expensive and unsuitable for real-time applications.

Furthermore, the performance of both Transformer models and di�usion-based mod-

els often hinges on the availability of large, high-quality datasets, as they are inher-

ently data-hungry and may struggle to generalise e�ectively with limited training
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data. As a result, they are incapable of e�ectively handling tasks where large train-

ing datasets are di�cult to obtain (for example, portrait watercolourisation task

and real user-provided sparse hints).

Building upon the comprehensive analysis provided in the above content, the

following chapters embark on a meticulous examination of the intricate challenges

within image style transfer and colourisation, as explained in Section 1.1.1 and Sec-

tion 1.1.2 correspondingly. Expanding on the discussions from these, Section 1.1.3

investigates deeper into exploring and analysing the realm of colourised image qual-

ity assessment, intimately tied to user aesthetics.

1.1.1 Watercolour Style Transfer of Portraits

Watercolour paintings with various distinctive e�ects are made by delicately control-

ling the distribution of water and pigments. However, due to its complexity, even

artists with long-term professional training need to spend enormous time and e�ort

to complete high-quality watercolour paintings, not to mention ordinary people.

Many works [68{70] in the �eld of Non-Photorealistic Rendering (NPR) have

studied how to transfer images into di�erent styles such as sketch, paper-cut and oil

painting. In particular, Rosin and Lai [10] developed a speci�c image processing

pipeline that tries to mimic di�erent e�ects of watercolour. The method achieved

high-quality watercolour stylisation of portraits. However, its slow run-time seri-

ously hinders its application, and the method may fail to produce good results for

challenging input.

Gatys et al. [11] discovered that the features extracted from CNN can charac-

terise visual styles, which improves the Neural Style Transfer (NST) research �eld.

The subsequent works have spent considerable e�ort to enhance the style transfer

performance from di�erent perspectives, which can be roughly divided into: generic

and speci�c style transfer.

Generic style transfer works [13,71{74] can be categorised into three directions:

minimising speci�c measures for content and style dissimilarities, aligning feature

distributions between the content and style images, and learning to transfer based

on other popular and novel mechanisms. While these methods have made great

progress, the trade-o� between generalisation and quality limits their performance

in portrait watercolourisation.

A few works [75{78] center on simulating speci�c style characteristics, where

local fusion and multi-scale inputs are general problems. These components play a

particularly important role in the portrait watercolourisation task. The 
uidity of

water and the transparency of pigment allow watercolours to display extraordinary
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beauty, which is the result of sophisticated fusion of multiple e�ects (wobbling,

di�usion, edge darkening, etc.). This makes the quality of local multi-e�ect fusion

directly a�ect the aesthetic feeling of watercolour. Moreover, faces may be of varying

sizes in the image, e.g. depending on the distance to the camera, which requires the

watercolour portrait to pay extra attention to multi-scale input processing. These

high requirements make portrait watercolourisation challenging for existing neural

style transfer methods.

To the best of our knowledge, there are no neural style transfer works speci�cally

for portrait watercolourisation. Although generic style transfer methods can per-

form portrait watercolourisation, due to the complexity of the watercolour e�ects,

existing general purpose methods cannot achieve satisfactory performance. This is

particularly crucial for portraits where even minor defects can be detrimental.

Considering the aforementioned problems, in this thesis, we propose WCGAN,

a novel GAN-based [36] approach, to transform portraits to watercolour while pre-

serving the original content and performing watercolour e�ects.

1.1.2 Colourisation under Sparse Scribbles

Image colourisation is a well established research �eld in computer vision, in which

colours are added to black-and-white images. This has great value in many appli-

cations, such as old photo restoration, advertising/publishing �eld, painting/�lm

creation and image editing. In detail, image colourisation predicts colour channels

according to grayscale input, which is an ill-posed problem. Since image colourisa-

tion tasks often do not have speci�c `correct' answers, a controllable colourisation

algorithm that can accurately depict the aesthetic preference and/or prior knowledge

of users regarding the target scene is more in line with practical requirements.

Existing image colourisation works can be broadly divided into two categories:

automatic and user-guided colourisation, which are described in detail in Section 2.2.

Although automatic colourisation algorithms [7,60,62,79,80] can directly generate

colourised results with remarkable visual quality, users cannot make changes to

the colourisation results based on their knowledge or individual preference. Ac-

cording to the di�erent forms of user guidance, user-guided methods can be fur-

ther divided into the following three sub-categories: scribbles/pixel hints based

colourisation [18, 19, 81{83] (referred to as scribble-based methods for simplicity),

example-based colourisation [84{88], and text-driven colourisation [89{92]. Al-

though example-based and text-driven methods can also provide some control, they

are not su�ciently detailed for �ne-grained control, and can often introduce some

ambiguities with respect to user preference. In contrast, scribble-based method
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provides intuitive, �ne-grained colourisation control.

Although the scribble-based colourisation research can satisfy the aesthetic pref-

erence and prior knowledge of users to some extent, it requires user-provided detailed

scribbles/pixel hints, where the same colours are often repeatedly assigned to mul-

tiple regions with similar textures but in di�erent locations. In real-world scenarios

however, users tend to draw sparse scribbles to reduce e�ort. They tend to only draw

one or a few scribbles for multiple regions with similar texture/intended colour, cor-

responding to e.g. multiple instances of the same type of objects, or one object split

into multiple image regions due to occlusion.

Furthermore, existing colourisation methods tend to predict a colour image as

output directly, given a grayscale image and scribbles/pixel hints as input. The mo-

tivation behind can be attributed to multiple aspects. Firstly, in terms of pipeline

design e�ciency and simplicity, predicting the whole colour image in a single step

streamlines the process 
ow, facilitating straightforward implementation and seam-

less integration into existing software and platforms. This simpli�es the overall

work
ow and reduces potential complications. Secondly, concerning the leverag-

ing of deep learning architectures, as current colourisation algorithms are predomi-

nantly based on advanced neural networks which are adept at handling large-scale

image data and discerning complex patterns and relationships, directly predicting

the entire colour image enables the full exploitation of their representational ca-

pabilities. Through this approach, current colourisation algorithms can e�ectively

map the input grayscale images along with scribbles or pixel hints to comprehensive

colour outputs, capitalising on the power of these architectures to yield high-quality

colourised results. Overall, these motivations together contribute to the prevalence

and practicality of such algorithms in the image colourisation research �eld. How-

ever, to e�ectively learn scribble-based colourisation, a large number of combinations

of image and scribbles/hint pixels need to be used during the training phase of such

existing colourisation methods. Even with such e�ort, if the training hint pixels have

di�erent distributions from test cases, such existing colourisation methods may not

generalise well. As it is di�cult to get a large number of hand-drawn scribbles,

existing methods typically use randomly selected pixels as hints, and they cannot

e�ectively deal with sparse scribble scenarios, especially for distant regions with

similar texture that require accurate understanding of global relationships.

Addressing the above problems, in this thesis, we propose a fundamentally dif-

ferent approach: instead of predicting colour images, LGA-Net learns to predict

Local and Global A�nities which are solely dependent on the grayscale image, and

irrelevant to the scribbles. This makes learning much more e�ective and generalis-
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able. Once the a�nities are predicted, we formulate scribble-based colourisation as

a maximum a posteriori problem that propagates scribble colours to the rest of the

image, regulated by the a�nity relationships.

1.1.3 Colourisation Evaluation Metric

The characteristic of colourisation tasks, where multiple plausible colours can be

assigned to the same object, presents a typical ill-posed problem. This nature of

colourisation tasks, with the inherent ambiguity and subjectivity, renders the qual-

ity evaluation both crucial and challenging, which makes researchers prefer to adopt

a combination of objective metrics, subjective assessments, and user study to e�ec-

tively provide a convincing evaluation.

Objective metrics [93{95] commonly used for evaluating the generated results

of colourisation tasks essentially treat the �delity between the ground truth and

colourised images as pivotal in assessing the quality of the colourised result. How-

ever, the primary goal of colourisation tasks is to achieve visually pleasing results,

where the subjective visual satisfaction is in
uenced more by personal aesthetic pref-

erence and natural colour distribution than mere colour similarity with the ground

truth. Therefore, solely relying on ground truth similarity for evaluation may over-

look perceptual di�erences and contradict natural colour distribution. Moreover,

existing objective metrics [96{99] that do not require reference images fail to attain

an acceptable performance level that aligns with the subjective evaluations of users.

Subjective evaluation involves direct visual assessment and judgment of colouri-

sation results by human observers to determine their quality and satisfaction. It

plays a crucial role in evaluating colourisation algorithms by o�ering direct feedback

on visual quality, colour accuracy, and perceptual satisfaction. However, individual

di�erences and subjective biases can lead to varying feedback among observers, re-

sulting in inconsistent evaluation results. To address these limitations, it is common

practice to recruit as many observers as possible for subjective evaluations to obtain

comprehensive and consistent assessments. However, conducting these user studies

involves recruiting, screening, organising participants, and designing and executing

experiments, requiring signi�cant human, material, and time resources. As a result,

implementing such studies in practice can be challenging and costly.

Given the existing research landscape, there is a pressing need for an objec-

tive metric that accurately re
ects the subjective preferences of users, facilitating

the accurate and cost-e�ective evaluation of colourisation results. Addressing the

aforementioned challenges, we propose a novel objective evaluation metric based on

natural colour distributions. By leveraging statistical information of object colours,
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the proposed statistical colour distribution-based metric (SCD) assigns scores to

the plausibility of colours at each pixel, providing a quantitative measure achieving

higher consistency with human opinions.

1.2 Research Questions

As alluded to in Section 1.1, the current landscape of deep learning-based image

style transfer and colourisation confronts notable challenges in elevating user aes-

thetic experiences within real-world contexts. To improve the practical application

landscape for users, this thesis endeavors to tackle pivotal impediments hindering

further progress in these domains. This pursuit encompasses a multifaceted ap-

proach, targeting critical aspects such as network architecture, loss functions, prob-

lem rede�nition, and quality assessment. Speci�cally, the thesis aims to address the

following research inquiries:

ˆ How can the intricate fusion of diverse watercolour painting techniques be

accurately simulated within localised areas?

ˆ In what ways does the utilisation of �xed receptive �elds hinder the e�cacy of

existing style transfer methodologies in accommodating inputs across multiple

scales?

ˆ How can colourisation tasks be e�ciently executed when facing sparse scrib-

bles, which necessitates precise pixel a�nity relationships for optimal out-

comes?

ˆ What strategies can ensure the reliable propagation of colours from user-

provided scribbles into appropriate regions, regardless of their spatial distance

from the user-provided hints?

ˆ How can image objective quality assessment be streamlined to align e�ortlessly

with subjective user opinions while maintaining consistency?

Through a comprehensive investigative approach encompassing literature re-

views, experimental validations, and meticulous analysis, each of these research

questions will be systematically scrutinized. This scholarly endeavor not only aims

to deepen our understanding and utilisation of CNN but also endeavors to propel

advancements in the domains of image style transfer and colourisation.
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1.3 Aim and Objectives

This thesis endeavors to explore deeply into how to enhance user aesthetic experi-

ences by mitigating the adverse impact of inappropriate network architectures while

e�ectively simulating the subjective evaluation processes of users. In pursuit of

this overarching objective, the thesis embarks on a meticulous exploration of the

domains of image style transfer and colourisation, recognising the profound rele-

vance between the proper design of style transfer and colourisation methods and

user aesthetic perception. This investigative journey involves not only a compre-

hensive examination of the current landscape of NN-based methodologies in these

domains but also a focused scrutiny of mainstream image evaluation metrics and

methodologies. Through an extensive inquiry into these pivotal facets, the thesis is

committed to propounding novel and e�ective solutions aimed at augmenting the

visual experiences of users and catalysing substantive advancements in related �elds.

Speci�cally, the thesis delineates the following objectives:

ˆ Development of a novel loss function tailored to accurately encapsulate the

delicate fusion of watercolour e�ects in portrait watercolour rendition.

ˆ Designing a novel network architecture aimed at remedying the challenge of

poor invariance engendered by �xed receptive �elds.

ˆ Formulation of an innovative a�nity learning mechanism geared towards more

adeptly learning and deploying local and global a�nities for colour scribble

propagation.

ˆ Crafting a novel colour propagation mechanism geared towards achieving sta-

ble and precise long-distance colour transmission, liberated from the con-

straints imposed by the spatial distance with user-provided hints.

ˆ Formulating a novel objective metric for assessing colourised image quality,

with the aim of achieving user-subjective consistency and streamlining the

image evaluation process.

Through the pursuit of these objectives, this thesis explores the challenges and

issues in the �elds of image style transfer and image colourisation, and proposes a

series of practical solutions. Through systematic research and practice, this thesis

successfully improves user experience and enhances the e�ectiveness and perfor-

mance of image style transfer and image colourisation technologies.
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1.4 Thesis Outline

The remaining chapters of the thesis are organised as follows:

Chapter 2 aims to explore into the relevant literature in the �elds of image style

transfer and image colourisation, as well as the widely used objective image quality

assessment metrics. By reviewing pertinent research literature, this chapter will

comprehensively understand the development history, key technologies, and chal-

lenges in these three domains. Through a comprehensive investigation of these

literature, this chapter aims to provide a theoretical and methodological foundation

for subsequent research work, and to establish a clear background and theoretical

basis for the main contributions of this thesis.

Chapter 3 introduces WCGAN, a GAN-based architecture dedicated to water-

colourisation of portraits. Speci�cally, a novel localised style loss suitable for water-

colourisation is proposed to deal with local details. To handle portraits of di�erent

scales and improve robustness, a novel discriminator architecture with three parallel

branches of varying sizes of receptive �elds is introduced. In addition, the appli-

cation of WCGAN is expanded to video style transfer where a novel kind of video

training data based on random crops is developed to e�ciently capture temporal

consistency. Extensive experimental results from qualitative and quantitative analy-

ses demonstrate that WCGAN generates state-of-the-art, high quality watercolours

from portraits.

Chapter 4 introduces a novel colourisation algorithm named Local and Global

A�nity Net (LGA-Net) that formulates the scribble-based colourisation task as an

a�nity propagation process at both local and global levels. Instead of predicting

colour values directly, our neural network learns to predict local and global a�n-

ity relationships between pixels for a given grayscale input, describing how colours

should be propagated, which are independent of the scribbles. Given reliable a�n-

ity relationships, the colour propagation process is formulated as a maximum a

posteriori problem. Both local and global a�nities are represented using a weighted

graph and enabled by a graph Laplacian regulariser to ensure accurate colour prop-

agation. A new automatic scribble generation algorithm is proposed to simulate

user-provided scribbles, which substantially reduces the e�ort of creating scribble-

based test datasets. Extensive experiments demonstrate that LGA-Net produces

state-of-the-art colourisation results when using sparse scribbles.
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Chapter 5 presents a novel Statistical colour Distribution-based Objective Eval-

uation Metric (SCD) for better consistency with human opinion. A novel two-

dimensional natural colour distribution is collected to better align with human

perceptual observations during image assessment. The adjacency weight matrix

smooths the colour distribution table, enabling a more reliable quality assessment.

The smart application of probability density eliminates the issue of frequency anoma-

lies caused by human visual insensitivity, ensuring more accurate evaluation. Through

extensive and comprehensive experiments involving two datasets collected with the

participation of 1321 volunteers, this section demonstrates that the proposed SCD

is more consistent with subjective user opinions compared with current objective

metrics.

Chapter 6 concludes the thesis by summarising the primary contributions and

achievements of the research. It underscores the signi�cance of the novel insights,

methodologies, and advancements presented throughout this thesis, particularly

within the domain of image style transfer, image colourisation and image quality

evaluation. Moreover, the chapter candidly shows the limitations and challenges

in the developed approaches, emphasising the necessity for further re�nement and

exploration in future research endeavors. Additionally, it o�ers valuable insights by

proposing potential directions for future research, pinpointing unresolved questions

and emerging trends.



13

Chapter 2

Literature Review

Image enhancement research is a signi�cant branch of computer vision, which has

made tremendous progress over the past few decades. Image style transfer and image

colourisation, as two critical tasks in image processing, have attracted widespread

attention in both academia and industry due to their intuitive visual e�ects, wide

application scenarios, and ability to meet growing user demands for visual aesthetics.

Furthermore, to more accurately evaluate the impact of image enhancement tech-

niques on user aesthetic experience, this chapter will also demonstrate mainstream

image quality assessment methods. Subjective evaluation su�ers from issues such as

subjectivity and high e�ort-costs, making it unfavorable for large-scale applications

and automation. Objective image quality assessment metrics, while low-cost and

convenient for obtaining image quality scores, su�er from accuracy issues.

By conducting a literature review of the current state of image style transfer,

image colourisation, and image quality assessment, this chapter aims to provide

comprehensive theoretical background support for the research to be presented in

later chapters.

To systematically organise the literature review content, the chapter will be

subdivided into four subsections. Firstly, Section 2.1 will delineate pertinent lit-

erature on image style transfer, traversing the spectrum from early methodologies

(Non-photorealistic rendering (NPR)) to recent advancements (Neural style transfer

(NST)), where NST could be further roughly divided into generic style transfer and

speci�c style transfer. Secondly, Section 2.2 will explore into research pertaining to

image colourisation, elucidating various techniques and applications geared towards

transforming gray-scale images into vividly colourised renditions, which could be

roughly divided into four distinct research domains based on whether user involve-

ment is required and the di�erent forms of user participation: automatic colouri-

sation, example-based colourisation, text-based colourisation and scribbles/points-



14 2.1 Image Style Transfer

based colourisation. Subsequently, Section 2.3 will unveil mainstream image quality

assessment methods, encompassing a spectrum of evaluation metrics and techniques.

Finally, the synthesis and discourse of the major �ndings gleaned from the literature

review are encapsulated and expounded upon in Section 2.5.

2.1 Image Style Transfer

In the �eld of image style transfer, research can be roughly divided into traditional

Non-Photorealistic Rendering (NPR) methods that rely on manually constructed

style features and current Neural Style Transfer (NST) methods that use neural

networks to extract and represent style features, depending on whether or not deep

neural networks are employed.

2.1.1 Non-Photorealistic Rendering

Non-Photorealistic Rendering (NPR) is an active �eld of computer graphics, focus-

ing on the generation of various styles based on computer technology. NPR has been

widely applied to movies and video games, and can be roughly divided into two cate-

gories: 1) low-level image analysis-based works which produce artistic renderings by

merging multiple small marks (shadows, spots, painting strokes) or preserving the

edge information of styles, and 2) structure-based methods which utilise automat-

ically generated or user-speci�ed semantic regions to perform the stylisation while

maintaining a meaningful overall layout of regions.

There have been a wide variety of stylisations applied to portraits in NPR [100].

Chen et al. [68] describe an example-based portrait sketch method where an extra

sub-system for the hair area greatly improves the �nal quality. In addition, image-

based sketches are used instead of mainstream curve-based sketches. Zhao et al. [70]

proposed a segmentation-based method for rendering oil paintings. A dictionary

of portrait templates and a novel stroke simulation algorithm ensure that the style

elements of oil painting can be properly depicted. Meng et al. [69] proposed a paper-

cut rendering method for portraits using a hierarchical And-Or Graph (AOG) face

representation. The method also applies a binary proposal by dynamic thresholding

to quantify the �delity.

Among various styles, watercolour has attracted lots of attention due

to its extraordinary beauty, where there were existing works focusing the

watercolour style transfer task . Small [101] is the pioneering work in the �eld

of watercolour rendering, and treats the generation process of watercolour paint-

ing as a complex cellular automaton. By taking multiple factors (such as di�usion,
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surface tension, gravity, and humidity) into account and conducting repeated calcu-

lations, it realises the simulation process of watercolour that features transparency

and luminosity.

Curtis et al. [102] extended this approach, and proposed a more complex paper

model, a translucent pigment model based on a semi-
uid model, and a Kubelka-

Munk-based synthesis model which could more naturally exhibit the e�ect of mul-

tiple pigments overlapping each other. This method could create more distinctive

watercolour e�ects (edge-darkening, granulation, backruns and glazing) compared

with [101].

Subsequently, several works focus on the real-time watercolour rendering task.

Van Laerhoven et al. [103] introduce a real-time watercolour painting system by

using stacked cellular automata on a distributed canvas. By simulating water and

pigment dynamics, a three-layer paper model enables interactive painting, where

each layer represents distinct states of water and pigment interaction.

Lei et al. [104] also propose a method for real-time rendering of realistic water-

colour e�ects. On the basis of Kubelka-Munk compositing model [105], it leverages

the modern per-pixel shading hardware [106, 107] and the Sobel �lter to focus on

simulating edge darkening and granulation, o�ering a straightforward yet e�ective

solution for creating stylish watercolour appearances in real-time.

(a) Shadow Intensity Map (b) Final Result

Figure 2.1: Shadow intensity map in [1]

Luft and Deussen [1] pay extra attention to real-time rendering of high-quality

watercolour illustrations of plants, which focuses on abstracting visual complexity

from 3D plant models, integrating detail layers for structure, texture, and lighting.

It takes advantage of available plant libraries which support automatic simpli�ca-

tion and segmentation of objects, frame-to-frame coherence of animated scenes and

lighting and shadowing, facilitating the handling of the challenges in the �eld. As

shown in Fig. 2.1, (a) presents the shadow intensity map which is utilised for the
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(a) material reference (b) lighting intensity (c) lighting tone (d) �nal result

Figure 2.2: Tone-based lighting process in [2]. (a) describes the basic material properties of
the objects. (b) illustrates the intensity of the illumination. (c) further depicts the warmth
or coolness of the light and how this tone in
uences the appearance of the objects. (d)
shows the �nal result under the combined e�ects of (b) and (c). This �gure presents the
rendering process of tone-based lighting.

creation of the shadow watercolour layer, and (b) shows a photorealistic rendering

based on (a).

The follow-up work [2] further leverages the watercolourisation techniques to

streamline the creation of aesthetically pleasing renderings within existing CAD

(Computer Aided Design) work
ows, catering to high-quality furniture and interior

design markets and signi�cantly reducing the labor and e�ort required in traditional

methods. It proposes tone-based lighting for traditional colour palettes with both

intensity and tone of lighting as shown in Fig. 2.2, which achieves high-quality

performance.

Choosing a colour palette is an important step when watercolourists begin to

create a watercolour painting. Based on the Kubelka-Munk model, Aharoni-Mack

et al. [108] enable watercolourists to conveniently change original colour palettes for

existing watercolour paintings. Their method overcomes two main challenges: (1)

extra colour palette applied in the original watercolour painting by completing the

convex hull optimisation process with greedy iterations, (2) applying the estimated

colours to decompose the painting while incorporating an edge-aware spatial term

inspired by the Weighted Least Squares (WLS) �lter [109] to further enhance spatial

smoothness.

More recently, Rosin and Lai [10] proposed a watercolour rendering method for

portraits. A face model is adopted to preserve distinctive facial features, which

makes the generated result e�ective.

NPR works can generate extremely high-quality stylised results based on ac-

curate feature simulation and stable stylisation control. However, the stylisation

process achieved by sophisticated models is often time-consuming, which obviously

could not meet the high time requirements of users in realistic situations. Moreover,

NPR methods can only handle a single style, making it challenging to expand to

other style transfer tasks. This limitation reduces the robustness and generality of
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NPR methods. Di�erent from NPR, Neural Style Transfer (NST) methods transfer

the style of sample images to other images based on convolutional neural networks.

Although greatly reducing the time consumption, the methods employed in Neural

Style Transfer may struggle to accurately and comprehensively capture style features

due to inadequacies in network architecture or inaccuracies in target settings, re-

sulting in unstable generated results. Considering the feature of NPR and NST, we

propose a novel GAN based method speci�cally for watercolourisation of portraits

that combines the strengths of NPR and NST where the NPR method [10] is applied

to produce a high quality training dataset. This facilitates the establishment of a

consistent and precise watercolourisation target, aiding in the prompt and accurate

depiction of the complicated watercolour appearance.

2.1.2 Neural Style Transfer

The pioneering work [11] formulated the NST task as generating an image that

optimises both a style and a content loss, where the style loss is measured using

Gram matrices of the feature maps of pre-trained VGG network, a holistic approach

that avoids the need for correspondences between the style example and output

image. There are many follow-up works that improve NST both in quality and

e�ciency, which can be divided into generic and speci�c style transfer.

Generic Style Transfer

Early research methods aim to produce an output image that minimises

the content loss with respect to the content image and style loss with

respect to to the style image. Follow-up works have further improved this

strategy, including using a feedforward network for real-time generation and better

handling multiple styles [71{73]. Taking a holistic view for the style loss handles

lack of correspondence between the output and style image. However, it cannot

well capture spatial variation of styles, which limits their application in portrait

watercolourisation. As a remedy, we propose local Gram matrix loss speci�cally

focusing on the �ne-grained style pattern.

Subsequently, an increasing amount of work has been devoted to inves-

tigating generic style transfer from the perspective of accurately achiev-

ing Feature Distribution Alignment . Compared with [71,73,110,111] which can

only handle a �nite set of style transfer tasks, AdaIN (Adaptive Instance normal-

isation) [112] introduces a real-time style transfer method using adaptive instance

normalisation techniques, which aligns the mean and variance of content and style
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features, enabling arbitrary style transfer without pre-de�ned styles.

Instead of aligning the mean and variance in AdaIN [112], WCT (Whitening

and Coloring Transform) [113] employs feature transforms involving whitening and

colouring, to match content feature statistics with those of a given style image, which

is integrated into a pre-trained encoder-decoder network, enabling style transfer

through feed-forward operations.

Further, LST (Linear Style Transfer) [114] proposes a transformation matrix for a

generic pipeline of matching linear transformation approach (AdaIN [112] and WCT

[113]), which builds connections with style transfer aims on the basis of squared

Frobenius norm of the di�erence between Gram matrices.

Avatar-Net [115] utilises relaxed cross-correlation to match holistic style distri-

butions while preserving detailed style patterns, where patch-based style decoration

with an hourglass network is applied for semantic feature extraction and multiscale

style adaptation, achieving visually plausible style transfer for arbitrary styles.

Similar to the style decoration of Avatar-Net [115], SANet [116] designed to

balance content structure and style patterns e�ciently, employs a learned similarity

kernel and soft attention mechanism to 
exibly integrate local style patterns based

on content semantics. It also introduces an identity loss function for preserving

content structure during training.

MAST [117] creatively treats style transfer as aligning multi-manifold distribu-

tions of style and content features, where MAST preserves semantic structure by

assuming image features from the same semantic region form a manifold. It o�ers


exibility for user editing and utilises semantic segmentation maps for guidance.

AdaConv [118] introduces an extension version of AdaIN [112] for real-time ar-

bitrary style transfer that captures both statistical properties and local structural

elements from the style image. AdaConv estimates convolution kernels and bias

values from the style image to better preserve spatial structure during transfer,

enabling faithful style transfer and image generation tasks.

Kalischek et al. [119] �rstly introduce Central Moment Discrepancy into NST al-

gorithm, more precisely aligning target style and output image feature distributions,

which faithfully reproduces desired styles with theoretical grounding and computa-

tional e�ciency.

Zhang et al. [120] introduce Exact Feature Distribution Matching (EFDM) for

Arbitrary Style Transfer and Domain Generalisation. EFDM precisely matches em-

pirical Cumulative Distribution Functions (eCDFs) of image features, achieving ex-

act distribution matching. The method employs a fast algorithm making EFDM

computationally e�cient and applicable to real-world data with complex feature
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distributions.

With the remarkable capabilities demonstrated by Transformer mod-

els [27], a series of related works inspired by them have further propelled

the development of the �eld of image style transfer.

AdaAttN [121] performs attentive normalisation on a per-point basis. By consid-

ering both shallow and deep features, AdaAttN aligns feature distributions between

content and style images, enhancing local visual quality.

StyleFormer [122] introduces a transformer-inspired feed-forward approach for ar-

bitrary style transfer. Comprising three modules|style bank generation, transformer-

driven style composition, and parametric content modulation|it achieves diverse

and coherent stylisation results by globally composing learnable style codes and


exibly modulating content features.

(a) Content (b) Style (c) w/ SK (d) w/o SK

Figure 2.3: Ablation experiment involving Style Kernel (SK) in Xu et al. [3].

(a) Content (b) Style (c) w/ CGM (d) w/o CGM

Figure 2.4: Ablation experiment involving Content-based Gating Mechanism (CGM) in
Xu et al. [3].

Xu et al. [3] propose Style Kernels (SK) for per-pixel stylisation, which are dy-

namically generated from globally aligned style-content features. In contrast to the

AdaIN [112] and AdaConv [118] methods, these kernels, based on the Content-based

Gating Mechanism (CGM), allow for 
exible global and local interactions, thereby

preserving the content structure while transferring the desired styles. Fig. 2.3 and

Fig. 2.4 separately illustrate the ablation experiments regarding SK and CGM, where
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a signi�cant decline in performance is observed after disabling their proposed tech-

niques (speci�cally, w/o SK and w/o CGM).

StyTr2 [123] introduces a transformer-based approach for image style transfer,

addressing biased content representation in CNN-based methods. StyTr2 incorpo-

rates two transformer encoders for content and style, respectively, followed by a

multi-layer transformer decoder for stylisation. Additionally, a content-based en-

coding mechanism ensures scale invariance, preserving image structures and details

e�ectively.

Furthermore, researchers have been actively seeking to advance the

�eld of image style transfer by applying state-of-the-art techniques from

other domains. Unlike previous methods, DIN (Dynamic Instance Normalisa-

tion) [124] learns convolution parameters dynamically, enabling complex style pat-

terns while maintaining lightweight content extraction. It achieves high-quality re-

sults on lightweight MobileNet-based architectures, reducing computational costs

signi�cantly. DIN also supports diverse convolutional operations, enabling novel

functionalities like automatic scribble control and uniform-scribble placement.

Chen et al. [125] combine internal statistics from a single style image with ex-

ternal information from a style dataset to enhance colour and texture harmony in

stylised images, which �rstly introduces contrastive learning to the style transfer

domain.

Similarly, CAST (Contrastive Arbitrary Style Transfer) [126] integrates con-

trastive learning and domain enhancement to leverage a�nities between positive

and negative cases and holistic style distribution for improved style transfer bypass

applying the second-order statistics as style representations.

To address the signi�cant variations in stylisation intensity among the outputs of

arbitrary style transfer methods for di�erent style transfer tasks, Cheng et al. [127]

identify the core issue with improper loss target setting and propose a new loss

function that balances training across styles, on the basis of deriving theoretical

bounds and re-evaluating sample-wise style loss.

Wang et al. [128] address the degradation of style transfer quality when using

ResNet features. It identi�es residual connections as the cause and proposes a so-

lution based on softmax transformation to enhance feature entropy, which improves

stylisation quality of several popular architectures (including ResNet, Inception, and

WideResNet) without altering network architectures.

InST (Inversion-based Style Transfer) [129] leverages di�usion models [130,131]

and inversion techniques [132,133] to capture key artistic features from images and

generate new images with learned style attributes e�ciently, while directly learning
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the artistic style from a single painting, enabling precise synthesis without complex

textual descriptions.

The described techniques in generic style transfer have made signi�cant strides,

evolving from basic content and style loss minimisation to more sophisticated meth-

ods like AdaIN [112] and those inspired by transformers. However, challenges re-

main. Existing methods struggle with spatial structure preservation and style di-

versity. While new techniques address certain limitations, there is still a need for

improved consistency across di�erent styles and better handling of complex real-

world data to achieve more accurate and visually pleasing style transfers.

Moreover, generic style transfer techniques, frequently exhibit remarkable styli-

sation outcomes, thereby underscoring the 
exibility inherent in their methodolo-

gies. However, it is noteworthy that such studies often operate under the implicit

assumption that their methodologies possess the inherent capability to seamlessly

accommodate any artistic style presented. Despite these optimistic assertions, em-

pirical observations reveal that these methods often encounter signi�cant challenges

in consistently attaining satisfactory results across diverse artistic styles. As a result,

there has been a discernible shift in focus within the research community towards

the exploration and re�nement of specialised methodologies expressly tailored to

distinct artistic styles.

Speci�c Style Transfer

A few works have been designed for speci�c style transfer tasks. CartoonGAN [76]

proposes two speci�c losses for cartoon styles: high-level semantic loss and edge loss,

respectively. APDrawingGAN [78] applies an extra distance transform loss which

focuses on stroke lines. The work [134] further extends it to learn from unpaired

training data, by introducing an asymmetric cycle consistency loss to cope with the

substantial information gap between photos and line drawings.

Recently, some researchers have started delving into the task of hairstyle

transfer to conduct related studies. MichiGAN [135] introduces a novel method

for interactive portrait hair manipulation, which disentangles hair attributes into

shape, structure, appearance and background, each controlled by a dedicated condi-

tion module. These modules enable 
exible control over hair attributes individually

or jointly, facilitating straightforward manipulation through user inputs such as

painted masks or reference photos.

Barbershop [136] introduces a novel approach to hairstyle transfer, leveraging

GAN inversion. It proposes a new latent space facilitating coarse control of spatial

features and �ne control of global style attributes. This allows for precise manipula-
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tion while preserving spatial details like wrinkles and moles. By blending images in

this latent space, it avoids common artifacts, producing globally consistent, coherent

images.

Similar with MichiGAN [135], LOHO [137] decomposes hair into perceptual

structure, appearance, and style attributes, allowing independent modelling with

tailored losses [138]. With the help of GAN inversion, LOHO achieves photorealistic

results by in�lling missing hair details in the latent space, even with source-target

hair misalignment, o�ering users 
exible attribute manipulation for synthesising

novel images from reference hairstyles.

HairFIT [139] �rstly proposes a pose-invariant hairstyle transfer model, which

aims to address challenges related to di�erent poses and occlusions. It comprises

two stages: 
ow-based hair alignment and hair synthesis. HairFIT aligns the target

hair with the source pose using optical 
ow and then synthesises the �nal image. A

Semantic-region-aware Inpainting Mask (SIM) estimator supports realistic occlusion

inpainting by re
ecting distinct features of segmented regions. However, the training

process of HairFIT requires access to multi-view datasets [140,141] which increases

the di�culty of conducting the training process.

(a) Latent Optimisation (b) Local-Style-Matching loss

Figure 2.5: Latent Optimisation and Local-Style-Matching loss in StyleYourHair [4]. La-
tent optimisation aligns the target hairstyle to the source face. It obtains the aligned
target hair latent codes walign

trg by optimising the �rst m vectors of wtrg , adjusting the
head pose and face shape to match the source while retaining the target hairstyle. Local-
style-matching loss is applied during target hair alignment. It focuses on the style regions
in the target and aligned target hair, with white boundaries for segmented regions and red
for tracked ones. As per (b), it �rst identi�es style regions in the target hair, then tracks
similar ones in the generated hair during latent optimisation by comparing centroids and
assigning the same label.

StyleYourHair [4] further introduces latent optimisation and a novel local-style-

matching loss into pose-invariant hairstyle transfer, which is presented in Fig. 2.5.

With the help of StyleGAN latent space, StyleYourHair matches target hair to

source poses while preserving detailed textures on the basis of local style feature

aligning. Compared with HairFIT, StyleYourHair does not require multi-view train-

ing datasets, which eases the training requirements. However, StyleYourHair still
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cannot stably handle challenging hairstyles like non-straight.

On the basis of HairFIT and StyleYourHair, StyleGAN Salon [56] operates ex-

clusively with RGB images, which o�ers greater adaptability. It also employs a

multi-view optimisation approach, leveraging two distinct perspectives of composite

references, while achieving alignment in pose through explicit 3D projection and

implicit sharing of latent codes.

(A) Framework in [5] (B) Physically-based Re
ectance in [6]

Figure 2.6: As depicted in the left �gure (A), within the framework proposed by Guo et
al. [5], both the original input image and the target style image are initially segmented
into three distinct levels: the face structure layer, the skin detail layer, and the colour
layer. Subsequently, these are merged independently at each of the three levels and then
integrated to yield the �nal outcome. Regarding the right �gure (B-a), as illustrated,
it pertains to the computation of albedo. This involves taking into account the light
re
ection paths traversing the cosmetic and skin layers to determine the alteration in
the albedo of barefaced skin caused by the application of makeup. For the right �gure
(B-b) in the context of computing specular highlights, Physically-based Re
ectance in
[6] implies concentrating on quantifying the specular highlights, which are the bright,
re
ective regions on the skin. These highlights are associated with the particular light
re
ection characteristics that give rise to this shiny visual e�ect.

Some researchers pay more attention to the makeup style transfer.

Tong et al. [142] introduce a method for digitally applying cosmetic makeup styles

to images of faces, which preserves inherent skin features, adapts to variations in

skin tone and texture and allows for mix-and-match and �ne-tuning of styles without

physical makeup.

Guo et al. [5] decompose images into face structure, skin detail, and colour layers,

transferring makeup while better preserving the face structure as shown in the left

sub-�gure of Fig. 2.6. Only one example image is needed in [5], which simpli�es

makeup previewing and application, o�ering practicality and convenience for users.

Li et al. [6] separate the image into intrinsic layers and applies adaptations

of physically-based re
ectance models to mimic cosmetic e�ects while preserving

appearance and lighting without detailed user measurements as shown in the right

sub-�gure of Fig. 2.6.

However, the above traditional makeup style transfer approaches su�er from
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limitations of hand-designed operators, resulting in output images that often ap-

pear unnatural and exhibit noticeable artifacts, making them fail to capture the

intricacies of real application scenes.

Then, many follow-up works apply CNNs with powerful representa-

tion ability to achieve makeup style transfer tasks. BeautyGAN [77], a dual

input/output GAN-based network with no need for paired data for facial makeup

transfer, incorporates both holistic level and instance level losses to preserve face

identity and transfer makeup styles accurately.

Leveraging cycle-consistent generative adversarial networks, Chang et al. [75]

employ two asymmetric networks|one for enabling makeup style and another for

disabling makeup style|to preserve identity, where the application of an extra style

discriminator ensures faithful reproduction of the reference style.

LADN [143] introduces disentangling networks for facial enabling makeup and

disabling makeup, which utilises multiple regional discriminators to transfer high-

frequency details between facial images, enabling accurate makeup style transfer

and corresponding disabling, even for complex or more dramatic makeup styles.

Leveraging attention masks to preserve makeup-unrelated content, DMT (Dis-

entangled Makeup Transfer) [144] separately disentangles personal identity and

makeup style using two di�erent encoders, allowing controllable makeup transfer

strength and diverse style outputs, which enables more wide application circum-

stances.

Similar to DMT [144] , IPM-Net [145] similarly separates face images into iden-

tity content and makeup style codes to enable controllable makeup transfer, which

further addresses real-world challenges by preserving background and identity pat-

terns.

PSGAN [146] creatively disentangles makeup using two corresponding matrices,

enabling 
exible transfer, and further addresses face misalignment by leveraging face

parsing maps and facial landmarks to establish pixel-wise correspondences between

source and reference images.

PSGAN++ [147] introduces a novel loss term tailored for the transfer of high-

lights and blush, which further improves the �delity of makeup transfer results.

Furthermore, Deng et al. [148] propose a novel approach to address spatial mis-

alignment in makeup transfer by extracting spatially invariant 1D style codes from

reference images and reassigning them to source images. It introduces an Encoder

to extract makeup styles for di�erent facial parts and a Decoder to fuse style codes

and face identity features at di�erent feature levels [112], facilitating 
exible local

manipulation. Inspired by StyleGAN [149], the method maps makeup styles into an
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intermediate space to reduce entanglement with other factors of variation.

Nguyen et al. [150] introduce a global makeup transfer framework addressing

diverse makeup components including makeup style pattern . It combines colour

and pattern transfer branches, allowing for transformation of colour distribution

and preservation of makeup patterns. In addition, the method utilises warped faces

in UV space to handle variations in shape, head pose, and expression, achieving

comprehensive makeup transfer for both normal and dramatic styles.

On the basis of BeautyGAN [77], RAMT-GAN [151] introduces a novel identity

preservation loss to address identity shifts and background invariant loss to mitigate

background changes, resulting in more realistic and accurate makeup synthesis by

tackling the two key challenges in makeup transfer.

EleGANt [152] achieves accurate detail preservation and customised local editing

within arbitrary areas, which encapsulates facial attributes into pyramidal feature

maps and employs an attention module for makeup feature extraction. A novel

attention variant mechanism is further introduced to reduce computational cost.

RamGAN [153] introduces a region-adaptive makeup transfer GAN-based frame-

work, which utilises two di�erent losses to measure the a�nity between matching

regions of before and after style transfer images. Additionally, it aims to achieve

a more robust representation for makeup style, calculated solely based on visual

features instead of landmarks.

SSAT (Symmetric Semantic-aware Transformer Network) [154] is designed for

enabling and disabling makeup style, which emphasises the importance of semantic

correspondence. SSAT incorporates learnable high-dimensional features and weakly

supervised semantic loss to establish accurate semantic correspondence between tar-

get and reference facial images, achieving high-quality makeup transfer and robust-

ness in various real-world scenarios.

Furthermore, SSAT++ [155], an extension of SSAT, introduces the pixel-wise

semantic correspondence within the same semantic region, and a local colour loss for

histogram distribution consistency. Additionally, SSAT++ [155] improves temporal

consistency in video makeup transfer through morphing simulation without requiring

extra video frames or optical 
ow estimation.

SpMT [156] achieves a novel semi-parametric makeup procedure, where a novel

non-parametric makeup procedure is introduced through establishing correspon-

dence in feature pyramid domains between source and reference images, which could

emphasise the potential of non-parametric mechanisms in makeup transfer tasks.

The techniques discussed for speci�c style transfer, such as in hairstyle and

makeup transfer, have shown signi�cant progress. However, they still face challenges.



26 2.1 Image Style Transfer

In hairstyle transfer, while methods like MichiGAN [135] and Barbershop [136] o�er

better control and realism, they struggle with complex hairstyles and pose variations.

Makeup transfer techniques have evolved from traditional to CNN-based approaches,

but issues like unnatural outputs and spatial misalignment persist. Overall, there

is a need for further improvement in handling diverse and challenging scenarios to

achieve more accurate and natural-looking style transfers.

Similar to makeup style transfer and hairstyle transfer tasks, portrait water-

colourisation encompasses distinctive e�ects that pose signi�cant challenges for ex-

isting neural style transfer (NST) methodologies. Acknowledging the aforemen-

tioned limitations, the introduction of WCGAN is speci�cally tailored to address

the intricacies of the portrait watercolourisation task. However, it is important to

note that while WCGAN is primarily designed for this speci�c application, the fun-

damental principles and insights garnered from its development hold guarantee for

broader applicability across other intricate style transfer tasks (application to AP-

Drawing style transfer task as shown in Section 3.2.9). As a result, while the focus

remains on portrait watercolourisation, the underlying concepts and methodologies

developed within the framework of WCGAN o�er potential avenues for advancement

in tackling various demanding style transfer challenges.

Video Style Transfer

Video style transfer di�ers from image style transfer in temporal consistency. To cap-

ture temporal consistency, some models have been proposed, e.g. [157{160]. Ruder

et al. [157] enhanced temporal consistency by applying short-term and long-term

temporal losses which were guided by optical 
ow. However, this optimisation-

based method is extremely time-consuming. The main intuition of Chen et al. [158]

is that points which can be tracked over frames should keep their stylisation un-

changed, while points which cannot be tracked will generate new stylised results.

However, their inference stage requires calculating optical 
ow using FlowNet2 [161],

which limits the speed of its stylisation process. The stylisation process of Huang et

al. [159] is faster than [157,158] since their method neither needs to calculate optical


ow nor extract the information of corresponding previous frames when applied to

a new video. On the other hand, similar with [162], Huang et al. [159] calculate

content loss only based on one layerrelu4-2, which cannot achieve subtle textures

and strokes. Previous works [157{159,162] computing the temporal loss for captur-

ing temporal consistency between consecutive frames mainly focused on the RGB

channels. Gao et al. [160] present an innovative approach which takes into account

the changes in luminance of traceable pixels that were often ignored before. By
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adding the relative luminanceY = 0:2126R + 0:7152G + 0:0722B (same as theY in

the XYZ colour space) as a warping constraint for all channels in the RGB colour

space, Gao et al. [160] compute the temporal loss not only in the RGB channels but

also consider the temporal error in theY luminance channel. However, low-level

texture features are not captured due to the lack of local style constraints, although

pixel-wise temporal loss enhances temporal consistency.

The existing video style transfer techniques have made e�orts to address temporal

consistency. However, they each have drawbacks. Optimisation-based methods are

time-consuming, and those relying on optical 
ow face speed limitations. While some

approaches improve speed, they sacri�ce texture details. And even with innovations

like considering luminance, the lack of local style constraints hinders the capture of

low-level texture features, indicating a need for a speci�c and e�cient solution for

video style transfer of watercolour.

Moreover, to achieve video style transfer tasks, a large video training dataset

which contains ground truth of optical 
ow is often required. However, there are

only two public video training datasets: the Scene Flow datasets [163] and the MPI

Sintel dataset [164], but none of the existing video training datasets available are

for portrait watercolourisation. To solve this problem, in this thesis, we propose a

new method to generate video training data using still images in a self-supervised

manner, which can meet the requirements for availability and accuracy of the video

training dataset.

2.2 Image Colourisation

Existing image colourisation works can be broadly classi�ed into two major cate-

gories: automatic colourisation and user-guided colourisation. Furthermore, user-

guided colourisation involves di�erent forms of user input to direct the colourisation

process. According to the di�erent forms of user guidance, user-guided methods can

be further divided into three sub-categories. Scribbles/pixel hints based colourisa-

tion where users provide rough sketches or individual pixel-level indications to spec-

ify the desired colour distribution, example-based colourisation where users present

a reference colour image or a set of colour swatches, and text-driven colourisation

where users input descriptive text about the desired colours or the scene.

2.2.1 Automatic Colourisation

Automatic colourisation methods are most commonly investigated by recent meth-

ods, bene�ting from the signi�cant learning capabilities of deep neural networks.
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Cheng et al. [165] introduce a deep learning-based approach to automatic image

colourisation, leveraging a large-scale reference database for training. It addresses

the challenge of artifact-free quality with a joint bilateral �ltering post-processing

step. The method outperforms previous traditional algorithms in both quality and

speed due to the application of deep learning techniques, marking a signi�cant ad-

vancement in fully-automatic colourisation.

Deshpande et al. [166] present an optimisation-based automatic image colouri-

sation method based on LEARCH (Learning-to-Search) framework [167], learning

a quadratic objective function in chromaticity maps conditioned on image features.

It achieves superior results compared to baselines by balancing pixelwise accuracy

and spatial error.

Larsson et al. [168] apply pre-trained deep neural networks to better predict per-

pixel colour histograms, allowing for 
exible manipulation before image formation,

on the basis of incorporating both low-level and semantic representations. Notably,

it explores colourisation for self-supervised visual representation learning, o�ering a

novel approach to image colourisation without database search and with fast test

times.

Zhang et al. [169] propose an automatic colourisation method based on self-

supervised feature learning to tackle the underconstrained problem by posing it as a

classi�cation task. Leveraging large-scale data, it predicts a distribution of possible

colours for each pixel and emphasises rare colours during training by dynamic weight

updating.

Iizuka et al. [170] extract both global priors and local image features based on

separate sub-networks and then incorporate them through a fusion layer, trained

end-to-end. Leveraging a large-scale scene classi�cation database for training, the

method e�ciently learns discriminative global priors.

Deshpande et al. [171] introduce a method for diverse image colourisation by

learning a low-dimensional embedding of colour �elds using a variational autoen-

coder (VAE), which avoids blurry outputs and accounts for uneven pixel colour

distributions.

Messaoud et al. [172] further enhance variational auto-encoders with a Gaus-

sian Markov random �eld, ensuring both consistency and controllability in image

colourisation. By training end-to-end, it explicitly models structural relationships

between pixels, addressing artifacts and enabling diverse yet coherent colourisation

results.

MemoPainter [173] introduces memory-augmented networks into colourisation

research �eld, enabling high-quality colourised results with limited data by captur-



2.2 Image Colourisation 29

ing essential information from rare instances. It utilises external memory networks to

store and retrieve relevant colour information, allowing one-shot or few-shot colouri-

sation. Additionally, it proposes a threshold triplet loss for unsupervised training,

overcoming the need for labeled data.

Figure 2.7: Incorporating pixel-related semantics in Zhao et al. [7]. Result comparisons be-
tween using (a) concatenation and (b) feature transformation to incorporate pixel-related
semantics. Concatenation generates more natural colour images

Zhao et al. [7] put forward a novel approach to achieve accurate colourisation. In

their proposed technique, the pixel-related contextual colour channels are combined

with the original grayscale channels in a straightforward yet e�cient concatena-

tion manner, ultimately resulting in the �nal colourised image, where the ablation

comparison has been shown in Fig. 2.7.

ChromaGAN [60] combines generative adversarial networks with semantic class

distribution learning into the colourisation research �eld, achieving a fully automatic

learning approach, where a three-term loss that incorporates colour, cognitive, and

contextual knowledge is utilised in the training process in an unsupervised strategy.

Su et al. [174] propose an instance-aware colourisation method to address chal-

lenges with multi-object images. Utilising a pre-trained object detector [175] to sep-

arate the background and main objects, the method extracts object-level features

and incorporates them with full-image features via a fusion module for accurate

colourisation.

By leveraging axial self-attention blocks [176] and conditional transformer layers,

ColTran [80] achieves e�cient conditioning and global receptive �elds, enhancing

colourisation quality. The approach involves a three-step process: a conditional

transformer variant generates a coarse colouring, followed by two parallel networks

for up-sampling to produce �nely colourised high-resolution images.
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HistoryNet [62] is proposed for high-�delity colourisation of speci�c historical

images, leveraging �ne-grained semantic understanding. Inspired by InfoGAN [177],

HistoryNet [62] applies two speci�c subnetworks: a classi�cation subnetwork and a

�ne-grained semantic representation subnetwork. These subnetworks greatly enable

better semantic understanding of di�erent objects in historical images and achieve

precise boundary delineation to enhance colourisation quality and prevent common

colour over
ow problem.

Wu et al. [79] propose leveraging the reasonable colour priors of a pre-trained

GAN to enhance image colourisation. By searching matched features from the GAN

encoder and combining them into the colourisation process, high-quality colourised

results are achieved in a single forward pass, which also enables diverse outputs and

smooth transitions through the manipulation in GAN latent codes.

Palette [178] introduces a uni�ed framework based on conditional di�usion mod-

els, for image-to-image translation tasks such as colourisation, inpainting, uncrop-

ping, and JPEG restoration. Palette [178] achieves superior performance compared

to strong baselines with task-speci�c customisation, demonstrating the e�ectiveness

of a multi-task di�usion model over task-speci�c ones.

Lee et al. [179] introduce a novel automatic colourisation technique that learns

domain invariance across di�erent source domains to colourise grayscale images in

unseen target domains. It proposes a novel domain generalisable technique suitable

for the colourisation task where the smart application of a skip connection between

encoder and decoder properly transfers domain-invariant content feature statistics,

achieving high-quality colourised results.

ColorFormer [180] employs a transformer-based encoder with a hybrid attention

operation (from both holistic and local perspectives) to better capture global recep-

tive �eld dependencies e�ciently. Additionally, a colour memory mechanism in the

decoder stores semantic-colour mappings, allowing adaptive querying for vivid and

diverse colourisation results.

UniColor [21] proposes a uni�ed framework supporting colourisation across mul-

tiple di�erent input formats, including scribbles, reference example, and text, due

to the converting from various input formats into uni�ed hint points. UniColor [21]

further utilises the combination of VQGAN (Vector Quantised GAN) variant and

Transformer variant to generate stably diverse and high-quality colourisation results.

DDColor [58] learns contextual colour inquiries in an end-to-end manner, lever-

aging image features of di�erent scales to mitigate colour bleeding problem. Addi-

tionally, a new colourfulness-related loss further improves the quality of generated

colourisations.
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Recent automatic colourisation methods have shown great innovation and im-

provement. Deep learning-based approaches have enhanced quality and speed, but

still face challenges such as colour bleeding and blurriness. Some methods like those

using variational autoencoders and memory-augmented networks have addressed

speci�c issues, yet a universal solution for high-quality, artifact-free, and consis-

tent colourisation across diverse images remains elusive. There is a need for further

re�nement to achieve more natural and accurate colourisations that meet the expec-

tations of various applications. Moreover, in real-world scenarios, objects often have

diverse colour options, allowing individuals to choose based on personal preferences.

However, automated colourisation methods, while capable of producing impressive

results, lack the 
exibility for users to customise object colours according to their

preferences.

2.2.2 Example-based Colourisation

To provide some user control, example-based methods utilise user-provided reference

images for guidance. He et al. [181] �rstly introduce an end-to-end deep learning

framework for exemplar-based local colourisation, enabling limited customisation

for results by leveraging reference images. The method applies the powerful feature

representation ability of pre-trained VGG network to better measure the semantic

similarity between the reference image and the target image, and uses multi-task

learning to achieve correct colour propagation and ensure proper colourisation. Ad-

ditionally, an extra but automatic reference image recommendation algorithm fur-

ther enhances user convenience, contributing to the robustness and controllability

of the approach.

Instead of pixel-level processing, the work [182] starts with superpixel segmenta-

tion, extracting multi-level features from both grayscale and colour images. A top-

down feature matching scheme identi�es similar superpixels in the target and source

images, generating a set of colour candidates for each target superpixel. Finally, a

variational approach with the help of superpixel-based non-local self-similarity se-

lects the most suitable colour for each target superpixel based on these candidates.

Xu et al. [85] employ the typical technique (style feature extraction and style fu-

sion) [183] in the image style transfer research �eld to obtain a coarse chrominance

map, progressively matching input pair features, where e�cient and proper colouri-

sation results are generated by using the style fusion technique in AdaIN [112] for

feature matching and blending. Additionally, skip connections and average-pooling

layers [11] help enhance reconstruction and stylisation quality, respectively.

Gray2ColorNet [184] leverages the reliable attention operator [185] conducted



32 2.2 Image Colourisation

on the feature representation from the encoder to achieve e�cient semantic corre-

spondence, which further enables assignment and colourisation together to further

enhance the matching accuracy. In addition, a novel gating mechanism automat-

ically decides the weights of semantic colours and global tone, facilitating mutual

improvement.

Inspired by [186{188], the work [88] proposes a multi-task conditional GAN-

based framework for the colourisation task. In detail, this method utilises a dictionary-

based sparse representation to reconstruct the target image, leveraging the pre-

trained VGG [25] to extract features from the gray version of the reference image.

Additionally, integrating a broad learning [189] system into the discriminators of

GAN improves training stability and semantic similarity, where an extra loss mea-

suring the chrominance di�erences is added to cater the application of broad learn-

ing.

Yin et al. [190] address colourisation ambiguity by treating it as a query-assignment

problem, unifying colour sources through an attention mechanism. Leveraging the

colour histogram of reference images as priors ensures natural colourisation results.

Additionally, a gating mechanism and sparse loss are introduced to facilitate colour

selection, ensuring di�erentiability and successful information fusion in the colouri-

sation process.

SSCN (Semantic-Sparse Colourisation Network) [191] further addresses the chal-

lenge of balancing global image style and semantic colours in example-based colouri-

sation tasks. Similar with [85], the typical style feature extraction [25] and matching

(AdaIN operation [112]) techniques in the image style transfer �eld are used to ob-

tain an initial colourisation. Subsequently, semantic correspondence between the

coarse result and reference image is computed, only focusing on several semantically

signi�cant regions via a sparse attention mechanism to re�ne the �nal colourisation

e�ciently and accurately.

Utilising symmetric branches of Pyramid Dual Non-Local Attention blocks (PDNLA),

the method [192] guarantees bidirectional feature alignment, achieving full semantic

consistency via bidirectional non-local fusion. Additionally, PDNLA [192] presents

an unsupervised learning approach that combines pseudo paired supervision and

unpaired supervision to improve the e�ectiveness of network training.

Li et al. [193] turn their attention to the reference-based line-art colourisation,

where gradient con
icts hindering the training stability due to the gradient branch

features negative cosine similarity with summed gradient. To address this, the

method proposes a new attention mechanism, preserving dominant gradients while

removing con
icting ones.
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